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Chapter 1 

Introduction to Statistics 
 

1.1. Introduction 

Many problems arising in real-world situation are closely related to statistics which we 

call statistical problems. For example: 

 A pharmaceutical company wants to know if  a new drug is superior (better) to 

already existing drugs, or possible side effects. 

 How fuel efficient a certain car model is? 

 Is there any relationship between your GPA (Grade Point Average) and 

employment opportunities? 

 If you answer all questions on a (T, F) or multiple choice examination 

completely randomly, what are your chances of passing? 

 What is the effect of package designs on sales? 

So we can see that statistics is the science originated from the real-world problems and 

it plays important role in many disciplines of economy, natural and social problems. 

The questions here are:  

1. What is statistics? 

2. Why we study statistics? 

1.2. Goal of Course 

 To learn how to interpret statistical summaries appearing in journals, newspaper 

reports, internet, television, etc.. 

 To learn about the concepts of probability and probabilistic reasoning. 

 To understand variability and analyze sampling distribution. 

 To learn how to interpret and analyze data arising in your own work (course 

work or research). 

1.3. The Science of Statistics 

I hope to persuade you that statistics is a meaningful and useful science whose broad 

scope of applications to business, government, and the physical and social sciences are 

almost limitless. We also want to show that statistics can lie only when they are 

misapplied. 

Definition 1.1. Statistics is the science of data. This involves collecting, classifying, 

summarizing, organizing, analyzing, and interpreting numerical information. 

Professional statisticians are trained in statistical science. That is, they are trained in 

collecting numerical information in the form of data, evaluating the information, and 

drawing conclusion form it. Furthermore, statisticians determine what information is 

relevance in a given problem and whether the conclusion drawn from a study to be 

trusted. 

1.4. Types of Statistical Applications 
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"Statistics" means "numerical descriptions" to most people. For example, population 

growth (demographic), the proportion of poor households in a country,...They are all 

represent statistical descriptions of large set of data collected on some phenomenon. 

Often data are selected from some larger set of data whose characteristics we wish to 

estimate. We call this selection process sampling. 

For example, you might collect the ages of a sample of customer at a video store to 

estimate the average age of all customers of the store. Then you could use your 

estimate to target the store's advertisements to the appropriate age group.  

Notice that statistics involves two different processes: 

1. Describing sets of data and 

2. Drawing conclusions (making estimations, decisions, predictions,...) 

about the sets of data on the base of sampling. So the applications of statistics can be 

divided into two broad areas: descriptive statistics and inferential statistics. 

Definition 1.2. Descriptive Statistics  

Descriptive statistics deals with procedures used to summarize the information 

contained in a set of data.  

Descriptive statistics utilizes numerical and graphical methods to look for patterns in a 

data set, to summarize the information revealed in a data set, and to present that 

information in a convenient form. 

 

Definition 1.3. Inferential Statistics 

Inferential statistics deals with procedures used to make inferences (predictions) about 

a population parameter from information contained in a sample. 

Inferential statistics utilizes sample data to make estimates, decisions, predictions, or 

other generalizations about larger set of data. For example, 

Example 1.1. A team of UCLA Medical Center and School of Nursing, led by RN. 

Kathie Cole, conducted a study to gauge whether animal-assisted therapy can improve 

the physiological responses of heart failure patients. Cole et al. studied 76 heart failure 

patients, randomly divided into 3 groups. 

1. Each person in the first group of patients was visited by a human volunteer 

accompanied by a trained dog. 

2. Each person in another group was visited by a volunteer only. 

3. The third group was not visited at all. 

The researchers measured patients physiological responses (levels of anxiety, stress, 

and blood pressure) before and after the visits. 

Results: An analysis of the data revealed that those patients with animal-assisted 

therapy had significantly greater drops in levels of anxiety, stress, and blood presure. 

Thus, the researchers concluded that "pet therapy has the potential to be an effective 

treatment" for patients hospitalized with heart failure. 

1.5. Fundamental Elements of Statistics 

Statistical methods are particularly useful for studying, analyzing, and learning about 

populations of experimental units. 
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Definition 1.4. Experimental Unit 

An experimental unit is an object (e.g. person, thing, transaction, or event) about 

which we collect data. 

+ Any two experimental units must be capable of receiving different treatments. 

+ Experimental unit can be individual object (person, animal, plant,...) or group 

of objects (cage of animal, plot of land,...). 

Definition 1.5. Measurement 

A measurement is a measured value of a variable on an experimental unit. A set of 

measurements is called data. 

Definition 1.6. Variable  

A variable is a characteristic or property of an individual population unit. 

E.g. Age, weight, height, gender, marital status, or annual income,... 

Definition 1.7. Population  

A population is a set of experimental units that we are interested in studying. 

 

Example: 

1. all employed workers in Vietnam 

2. all registered voters in New York 

3. everyone who is afflicted with AIDS. 

4. all canned milks produced in a year 

5. all accidents occurring on a particular highway during a holiday period. 

In studying population, we focus on one or more characteristics or properties of the 

units in the population. We call such characteristics variables. 

Example: We may be interested in the variables age, gender, and number of years of 

education of the people currently unemployed in the United States. 

The name variable is derived from the fact that any particular characteristics may vary 

among units in a population. In studying a particular variable, it is helpful to be able to 

obtain a numerical representation for it. Often, however, numerical representations are 

not readily available, so measurement plays an important supporting role in statistical 

studies. Measurement is the process we use to assign numbers to variable of individual 

population units. 

+ We might, for instance, measure the performance of the president by asking a 

register voter to rate it on a scale from 1 to 10. 

+ Or we might measure the age of US workforce simply by asking each worker " How 

old are you?" 

+ In another case, measurement involves the use of instruments such as stopwatches, 

scales, and calipers. 

If the population you wish to study is small, it is possible to measure a variable for 

every unit in the population. For example, if you are measuring the GPA for all 

incoming first-year students at your university, it is at least feasible to obtain every 

GPA. 
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When we measure a variable for every unit of a population, it is called a census of the 

population. Typically, however, the population of interest in most applications are 

much larger involving perhaps many thousands, or even an infinite number of units. 

For example, the number of people afflicted AIDS in the world or all potential buyers 

of a new fax machine or all pieces of first-class mail handled by U.S. Post Office. 

For such populations, conducting a census would be prohibitively time consuming or 

costly. A reasonable alternative would be to select and study a portion of the units in 

the populations. 

Definition 1.8. Sample 

A sample is a subset of the unit of a population.  

For example, instead of polling all 140 million registered voters in the United States 

during a presidential election year, a pollster might select and question a sample of just 

1,500 voters. If he is interested in the variable "presidential preference" he would 

record (measure) the preference of each vote sample. 

The preceding definitions and examples identify four of five elements of an inferential 

statistical problem: population, variable, sample, inference. But making the inference 

is only part of the story. We also need to know its reliability- that is how good the 

inference is. The only way we can be certain that an inference about a population is 

correct is to include the entire population in our sample. However, because the 

resource constrains (i.e. insufficient time or money) we usually cannot work with 

whole population so we base our inferences on just a portion of the population (a 

sample). Thus, we introduce an element of uncertainty into our inference. 

Consequently, whenever possible, it is important to determine and report the reliability 

of each inference made. Reliability, then, is the fifth element of inferential statistical 

problems. 

Definition 1.9. Measure of Reliability  

A measure of reliability is a statement (usually quantitative) about the degree of 

uncertainty associated with the statistical inference. 

Five elements of descriptive statistical problem and inferential problems are 

summarized as follows. 

Descriptive Statistics Inferential Statistics 

1. The population or sample of interest.   

2. One or more variables.  

3. Table, graphs, or numerical summary 

tools.  

4. Identification of patterns in the data. 

1. The population of interest. 

2.  One or more variables.  

3. The sample of population units. 

 

4. The inference about the population.  

5. A measure of the reliability. 

 

1.7. Types of Data 

You have learned that statistics is the science of data and that data are obtained by 

measuring the values of one or more variables on the units in the sample (or 
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population). All data (and hence the variables we measure) can be classified as one of 

two general types:  Quantitative data and Qualitative data. 

Quantitative data are data that are measured on a naturally occurring numerical scale. 

Example:  

1. The temperature (in degree Celsius) at which each piece in a sample of 20 

pieces of heat-resistant plastic begins to melt. 

2. The current unemployment rate (measured as a percentage) in each of the 64 

provinces in Vietnam. 

3. The number of convicted murderers who receive the death penalty each year 

over the 10 year period. 

Qualitative data: In contrast, qualitative data cannot be measured on a naturally 

numerical scale. They can only be classified into categories. 

Example:  

1. The political party affiliation: Democrat, Republican, or Independent in a 

sample of 50 voters. 

2. Genders: Male, Female.  

3. Colors: White, Blue, Green, Red,... 

1.8. Collecting Data 

Once you decide on the type of data-quantitative or qualitative- appropriate for the 

problem at hand, you will need to collect the data. Generally, you can obtain data in 

four different ways. 

1. From a published source: Sometimes, the data set of interest has already been 

collected for you and is available in a published source, such as a book, journal, or 

newspaper. Such as, the number of poor households in a province is available in the 

annual report of local authorities. 

2. From an observation study: The researchers observe the experimental units in their 

naturally setting and records the variables of interest. They make no attempt to control 

any aspect of the experimental units. 

E.g. Doctor observe and measure the weight of newborn babies in a hospital in a 

certain period of time. 

3. From a survey: With a survey, thee researcher samples a group of people asked one 

or more questions, and records the responses. 

E.g. political poll designed to predict the outcome of a political election. 

4. From a designed experiment: The researchers exert strict control over the units in 

study. 

E.g. In medical study, researcher investigated the potential of aspirin in preventing 

heart attacks. 
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Supplementary Exercises for Chapter 1 

 

1.1 Experimental Units Identify the experimental units on which the following variables are 

measured: 

a. Gender of a student 

b. Number of errors on a midterm exam 

c. Age of a cancer patient 

d. Number of flowers on an azalea plant 

e. Color of a car entering a parking lot 

1.2 Qualitative or Quantitative? Identify each variable as quantitative or qualitative: 

a. Amount of time it takes to assemble a simple puzzle 

b. Number of students in a first-grade classroom 

c. Rating of a newly elected politician (excellent, good, fair, poor) 

d. State in which a person lives 

1.3 Discrete or Continuous? Identify the following quantitative variables as discrete or 

continuous: 

a. Population in a particular area of the United States 

b. Weight of newspapers recovered for recycling on a single day 

c. Time to complete a sociology exam 

d. Number of consumers in a poll of 1000 who consider nutritional labeling on food products 

to be important 

1.9 New Teaching Methods An educational researcher wants to evaluate the effectiveness of 

a new method for teaching reading to deaf students. Achievement at the end of a period of 

teaching is measured by a student’s score on a reading test. 

a. What is the variable to be measured? What type of variable is it? 

b. What is the experimental unit? 

c. Identify the population of interest to the experimenter. 

1.11 Jeans A manufacturer of jeans has plants in California, Arizona, and Texas. A group of 

25 pairs of jeans is randomly selected from the computerized database, and the state in which 

each is produced is recorded: 

CA AZ AZ TX CA 

CA CA TX TX TX 

AZ AZ CA AZ TX 

CA AZ TX TX TX 

CA AZ AZ CA CA 

a. What is the experimental unit? 

b. What is the variable being measured? Is it qualitative or quantitative? 

c. Construct a pie chart to describe the data. 
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d. Construct a bar chart to describe the data. 

e. What proportion of the jeans are made in Texas? 

f. What state produced the most jeans in the group? 

g. If you want to find out whether the three plants produced equal numbers of jeans, or 

whether one produced more jeans than the others, how can you use the charts from parts c and 

d to help you? What conclusions can you draw from these data? 

1.13 Want to Be President? Would you want to be the president of the United States? 

Although many teenagers think that they could grow up to be the president, most don’t want 

the job. In an opinion poll conducted by ABC News, nearly 80% of the teens were not 

interested in the job.2 When asked “What’s the main reason you would not want to be 

president?” they gave these responses: 

Other career plans/no interest 40% 

Too much pressure 20% 

Too much work 15% 

Wouldn’t be good at it 14% 

Too much arguing 5% 

a. Are all of the reasons accounted for in this table? Add another category if necessary. 

b. Would you use a pie chart or a bar chart to graphically describe the data? Why? 

c. Draw the chart you chose in part b. 

d. If you were the person conducting the opinion poll, what other types of questions might 

you want to investigate? 
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Chapter 2 

Methods for Describing Data 
 

Suppose you wish to evaluate the mathematical capabilities of a set of $1,000$ first-

year college students, based on their quantitative SAT (Scholastic Aptitude Test) 

scores. How would you describe these $1,000$ measurements? 

Characteristics of interest include the typical, or most frequent, SAT score; the average 

and variability in the scores; the highest and lowest scores; the "shape" of the data; 

whether the data set contains any unusual scores.  

Extracting this information is not easy. The $1,000$ scores provide too many bits of 

information for our mind to comprehend. Clearly, we need some methods for 

summarizing and characterizing the information in such a data set. Methods for 

describing data sets are also essential for statistical inference. Most populations make 

for large data sets. Consequently, we need methods for describing a data set that let 

make descriptive statements (inferences) about a population on the basis of 

information contained in a sample. Two methods for describing data are presented in 

this chapter, one graphical and the other numerical. Both play an important role in 

statistics. 

Section 2.1 presents graphical methods for describing qualitative and quantitative data. 

Numerical descriptive methods for quantitative are presented in Sections 2.2 and 2.3. 

Numerical and graphical methods to understand position of data set are presented in 

Section 2.4 and 2.5. 

2.1. Describe Data with Graphs 

2.1.1. Graphs for Qualitative Data 

After the data have been collected, they can be consolidated and summarized to show 

the following information: 

• What values of the variable have been measured 

• How often each value has occurred 

For this purpose, you can construct a statistical table that can be used to display the 

data graphically as a data distribution. The type of graph you choose depends on the 

type of variable you have measured. 

When the variable of interest is qualitative, the statistical table is a list of the 

categories being considered along with a measure of how often each value occurred. 

You can measure “how often” in three different ways: 

• The frequency, or number of measurements in each category 

• The relative frequency, or proportion of measurements in each category 

• The percentage of measurements in each category 

For example, if you let n be the total number of measurements in the set, you can find 

the relative frequency and percentage using these relationships: 
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You will find that the sum of the frequencies is always n, the sum of the relative 

frequencies is 1, and the sum of the percentages is 100%. The categories for a 

qualitative variable should be chosen so that 

• a measurement will belong to one and only one category 

• each measurement has a category to which it can be assigned 

For example, if you categorize meat products according to the type of meat used, you 

might use these categories: beef, chicken, seafood, pork, turkey, other. To categorize 

ranks of college faculty, you might use these categories: professor, associate professor, 

assistant professor, instructor, lecturer, other. The “other” category is included in both 

cases to allow for the possibility that a measurement cannot be assigned to one of the 

earlier categories. 

Once the measurements have been categorized and summarized in a statistical table, 

you can use either a pie chart or a bar chart to display the distribution of the data. A 

pie chart is the familiar circular graph that shows how the measurements are 

distributed among the categories. A bar chart shows the same distribution of 

measurements in categories, with the height of the bar measuring how often a 

particular category was observed. 

Example 2.1. In a survey concerning public education, 400 school administrators were 

asked to rate the quality of education in the United States. Their responses are 

summarized in Table 2.1. Construct a pie chart and a bar chart for this set of data. 

Solution. To construct a pie chart, assign one sector of a circle to each category. The 

angle of each sector should be proportional to the proportion of measurements (or 

relative frequency) in that category. Since a circle contains 360°, you can use this 

equation to find the angle: 

                      Angle = Relative frequency   360° 

 

Table 2.1 

 

 

 

 

 

 

Table 2.1 shows the ratings along with the frequencies, relative frequencies, 

percentages, and sector angles necessary to construct the pie chart. Figure 2.1 shows 

the pie chart constructed from the values in the table. While pie charts use percentages 

to determine the relative sizes of the “pie slices,” bar charts usually plot frequency 

against the categories. A bar chart for these data is also shown in Figure 2.1. 
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Table 2.2. Calculation for the Pie chart in Example 2.1 

The visual impact of these two graphs is somewhat different. The pie chart is used to 

display the relationship of the parts to the whole; the bar chart is used to emphasize the 

actual quantity or frequency for each category. Since the categories in this example are 

ordered “grades” (A, B, C, D), we would not want to rearrange the bars in the chart to 

change its shape. In a pie chart, the order of presentation is irrelevant. 

Figure 2.1: Bar chart and Pie chart for Example 2.1 

 

Example 2.2. A snack size bag of peanut M&M’S candies contains 21 candies with 

the colors listed in Table 2.3 a). The variable “color” is qualitative, so Table 2.3 a) lists 

the six categories along with a tally of the number of candies of each color. The last 

three columns of Table 2.3 b) give the three different measures of how often each 

category occurred. Since the categories are colors and have no particular order, you 

could construct bar charts with many different shapes just by reordering the bars. To 

emphasize that brown is the most frequent color, followed by blue, green, and orange, 

we order the bars from largest to smallest and generate the bar chart using MINITAB in 

Figure 2.2. A bar chart in which the bars are ordered from largest to smallest is called 

a Pareto chart. 

  

 

 

 

 

 

 

Table 2.3. Raw data (a) and Statistical table (b) for Example 2.2 

 

 

Figure 2.2. Pareto chart 

 for Example 2.2 
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2.1.2. Graphs for Quantitative Data 

Quantitative variables measure an amount or quantity on each experimental unit. If the 

variable can take only a finite or countable number of values, it is a discrete variable. 

A variable that can assume an infinite number of values corresponding to points on a 

line interval is called continuous. 

Pie Charts and Bar Charts 

Sometimes information is collected for a quantitative variable measured on different 

segments of the population, or for different categories of classification. For example, 

you might measure the average incomes for people of different age groups, different 

genders, or living in different geographic areas of the country. In such cases, you can 

use pie charts or bar charts to describe the data, using the amount measured in each 

category rather than the frequency of occurrence of each category. The pie chart 

displays how the total quantity is distributed among the categories, and the bar chart 

uses the height of the bar to display the amount in a particular category. 

Example 2.3. The amount of money expended in fiscal year 2005 by the U.S. 

Department of Defense in various categories is shown in Table 2.4. Construct both a 

pie chart and a bar chart to describe the data. Compare the two forms of presentation. 

 

 

Table 2.4.  

Expenses by Category 

 

 

 

 

 

 

Solution. Two variables are being measured: the category of expenditure (qualitative) 

and the amount of the expenditure (quantitative). The bar chart in Figure 2.3 displays 

the categories on the horizontal axis and the amounts on the vertical axis. For the pie 

chart in Figure 2.3, each “pie slice” represents the proportion of the total expenditures 

($474.4 billion) corresponding to its particular category. For example, for the research 

and development category, the angle of the sector is  
    

     
            

  
Figure 2.3. Bar chart and pie chart for Example 2.3 
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Both graphs show that the largest amounts of money were spent on personnel and 

operations. Since there is no inherent order to the categories, you are free to rearrange 

the bars or sectors of the graphs in any way you like. The shape of the bar chart has no 

bearing on its interpretation. 

Line Charts 

When a quantitative variable is recorded over time at equally spaced intervals (such as 

daily, weekly, monthly, quarterly, or yearly), the data set forms a time series. Time 

series data are most effectively presented on a line chart with time as the horizontal 

axis. The idea is to try to discern a pattern or trend that will likely continue into the 

future, and then to use that pattern to make accurate predictions for the immediate 

future. 

Example 2.4. In the year 2025, the oldest “baby boomers” (born in 1946) will be 79 

years old, and the oldest “Gen-Xers” (born in 1965) will be two years from Social 

Security eligibility. How will this affect the consumer trends in the next 15 years? Will 

there be sufficient funds for “baby boomers” to collect Social Security benefits? The 

United States Bureau of the Census gives projections for the portion of the U.S. 

population that will be 85 and over in the coming years, as shown below. Construct a 

line chart to illustrate the data. What is the effect of stretching and shrinking the 

vertical axis on the line chart? 

 

 

 

 

Table 2.4. Population Growth Projections 

Solution. The quantitative variable “85 and over” is measured over five time intervals, 

creating a time series that you can graph with a line chart. The time intervals are 

marked on the horizontal axis and the projections on the vertical axis. The data points 

are then connected by line segments to form the line charts in Figure 2.4. Notice the 

marked difference in the vertical scales of the two graphs. Shrinking the scale on the 

vertical axis causes large changes to appear small, and vice versa. To avoid misleading 

conclusions, you must look carefully at the scales of the vertical and horizontal axes. 

However, from both graphs you get a clear picture of the steadily increasing number of 

those 85 and older in the early years of the new millennium. 

 

 

 

 

 

 

 

 

 

 

Figure 2.4. Line charts for Example 2.4 

Dot plots 

Many sets of quantitative data consist of numbers that cannot easily be separated into 

categories or intervals of time. You need a different way to graph this type of data! 

The simplest graph for quantitative data is the dot plot. For a small set of 
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measurements, for example, the set 2, 6, 9, 3, 7, 6 you can simply plot the 

measurements as points on a horizontal axis. This dot plot,  is shown in Figure 2.5(a). 

For a large data set, however, such as the one in Figure 2.5(b), the dot plot can be 

uninformative and tedious to interpret.  

 

 

Figure 2.5. Line charts for Example 2.4 

 

Stem and Leaf Plots 

Another simple way to display the distribution of a quantitative data set is the stem 

and leaf plot. This plot presents a graphical display of the data using the actual 

numerical values of each data point. 

How Do I Construct a Stem and Leaf Plot? 

1. Divide each measurement into two parts: the stem and the leaf. 

2. List the stems in a column, with a vertical line to their right. 

3. For each measurement, record the leaf portion in the same row as its corresponding 

stem. 

4. Order the leaves from lowest to highest in each stem. 

5. Provide a key to your stem and leaf coding so that the reader can re-create the actual 

measurements if necessary. 

 

Example 2.5. Table 2.5 lists the prices (in dollars) of 19 different brands of walking 

shoes. Construct a stem and leaf plot to display the distribution of the data. 

 

Table 2.5 

 

 

 

 

Solution To create the stem and leaf, you could divide each observation between the 

ones and the tens place. The number to the left is the stem; the number to the right is 

the leaf. Thus, for the shoes that cost $65, the stem is 6 and the leaf is 5. The stems, 

ranging from 4 to 9, are listed in Figure 2.6, along with the leaves for each of the 19 

measurements. If you indicate that the leaf unit is 1, the reader will realize that the 

stem and leaf 6 and 8, for example, represent the number 68, recorded to the nearest 

dollar. 
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Figure 2.6. Stem-and-Leaf plot for Example 2.5 

Sometimes the available stem choices result in a plot that contains too few stems and a 

large number of leaves within each stem. In this situation, you can stretch the stems by 

dividing each one into several lines, depending on the leaf values assigned to them. 

Stems are usually divided in one of two ways: 

• Into two lines, with leaves 0–4 in the first line and leaves 5–9 in the second line 

• Into five lines, with leaves 0–1, 2–3, 4–5, 6–7, and 8–9 in the five lines, 

respectively. 

Example 2.6. The data in Table 2.6 are the weights at birth of 30 full-term babies, 

born at a metropolitan hospital and recorded to the nearest tenth of a pound.6 

Construct a stem and leaf plot to display the distribution of the data. 

 

Table 2.6 

 

 

 

 

 

 

Solution. The data, though recorded to an accuracy of only one decimal place, are 

measurements of the continuous variable x _ weight, which can take on any positive 

value. By examining Table 2.6, you can quickly see that the highest and lowest 

weights are 9.4 and 5.6, respectively. But how are the remaining weights distributed? 

If you use the decimal point as the dividing line between the stem and the leaf, you 

have only five stems, which does not produce a very good picture. When you divide 

each stem into two lines, there are eight stems, since the first line of stem 5 and the 

second line of stem 9 are empty! This produces a more descriptive plot, as shown in 

Figure 2.7. For these data, the leaf unit is .1, and the reader can infer that the stem and 

leaf 8 and 2, for example, represent the measurement x _ 8.2.  

 

 

 

 

 

 

 

 

Figure 2.7. Stem-and-Leaf plot for the data in Table 2.6 
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If you turn the stem and leaf plot sideways, so that the vertical line is now a horizontal 

axis, you can see that the data have “piled up” or been “distributed” along the axis in a 

pattern that can be described as “mound-shaped”—much like a pile of sand on the 

beach. This plot again shows that the weights of these 30 newborns range between 5.6 

and 9.4; many weights are between 7.5 and 8.0 pounds. 

Interpreting Graphs with a Critical Eye 

Once you have created a graph or graphs for a set of data, what should you look for as 

you attempt to describe the data? 

• First, check the horizontal and vertical scales, so that you are clear about what is 

being measured. 

• Examine the location of the data distribution. Where on the horizontal axis is the 

center of the distribution? If you are comparing two distributions, are they both 

centered in the same place? 

• Examine the shape of the distribution. Does the distribution have one “peak,” a point 

that is higher than any other? If so, this is the most frequently occurring measurement 

or category. Is there more than one peak? Are there an approximately equal number of 

measurements to the left and right of the peak? 

• Look for any unusual measurements or outliers. That is, are any measurements much 

bigger or smaller than all of the others? These outliers may not be representative of the 

other values in the set. 

Distributions are often described according to their shapes. 

Definition 2.1 A distribution is symmetric if the left and right sides of the 

distribution, when divided at the middle value, form mirror images. 

A distribution is skewed to the right if a greater proportion of the measurements lie to 

the right of the peak value. Distributions that are skewed right contain a few 

unusually large measurements. 

A distribution is skewed to the left if a greater proportion of the measurements lie to 

the left of the peak value. Distributions that are skewed left contain a few unusually 

small measurements. 

A distribution is unimodal if it has one peak; a bimodal distribution has two peaks. 

Bimodal distributions often represent a mixture of two different populations in the 

data set. 

Example 2.6. Examine the three dot plots and shown in Figure 2.8. Describe these 

distributions in terms of their locations and shapes. 

 

Figure 2.8 
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Solution. The first dot plot shows a relatively symmetric distribution with a single 

peak located at x _ 4. If you were to fold the page at this peak, the left and right halves 

would almost be mirror images. The second dot plot, however, is far from symmetric. 

It has a long “right tail,” meaning that there are a few unusually large observations. If 

you were to fold the page at the peak, a larger proportion of measurements would be 

on the right side than on the left. This distribution is skewed to the right. Similarly, the 

third dot plot with the long “left tail” is skewed to the left. 

Example 2.7. An administrative assistant for the athletics department at a local 

university is monitoring the grade point averages for eight members of the women’s 

volleyball team. He enters the GPAs into the database but accidentally misplaces the 

decimal point in the last entry. 

2.8   3.0   3.0   3.3   2.4   3.4   3.0   .21 

Use a dot plot to describe the data and uncover the assistant’s mistake. 

Solution. The dot plot of this small data set is shown in Figure 2.9(a). You can clearly 

see the outlier or unusual observation caused by the assistant’s data entry error. Once 

the error has been corrected, as in Figure 2.9(b), you can see the correct distribution of 

the data set. Since this is a very small set, it is difficult to describe the shape of the 

distribution, although it seems to have a peak value around 3.0 and it appears to be 

relatively symmetric. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.9. Distributions for GPAs for Example 2.7 

 

When comparing graphs created for two data sets, you should compare their scales of 

measurement, locations, and shapes, and look for unusual measurements or outliers. 

Remember that outliers are not always caused by errors or incorrect data entry. 

Sometimes they provide very valuable information that should not be ignored. You 

may need additional information to decide whether an outlier is a valid measurement 

that is simply unusually large or small, or whether there has been some sort of mistake 

in the data collection. If the scales differ widely, be careful about making comparisons 

or drawing conclusions that might be inaccurate! 

Relative Frequency Histogram 
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A relative frequency histogram resembles a bar chart, but it is used to graph 

quantitative rather than qualitative data. The data in Table 2.7 are the birth weights of 

30 full term newborn babies, shown as a dot plot in Figure 2.10(a). First, divide the 

interval from the smallest to the largest measurements into subintervals or classes of 

equal length. If you stack up the dots in each subinterval (Figure 2.10(b)), and draw a 

bar over each stack, you will have created a frequency histogram or a relative 

frequency histogram, depending on the scale of the vertical axis. 

 

Table 2.7 

 

 

 

 

Figure 2.10 

 

 

 

 

 

 

 

 

 

 

Definition A relative frequency histogram for a quantitative data set is a bar graph in 

which the height of the bar shows “how often” (measured as a proportion or relative 

frequency) measurements fall in a particular class or subinterval. The classes or 

subintervals are plotted along the horizontal axis. 

As a rule of thumb, the number of classes should range from 5 to 12; the more data 

available, the more classes you need.† The classes must be chosen so that each 

measurement falls into one and only one class. For the birth weights in Table 2.7, we 

decided to use eight intervals of equal length. Since the total span of the birth weights  

is  

9.4 - 5.6 = 3.8 

the minimum class width necessary to cover the range of the data is (3.8/8=0.475. For 

convenience, we round this approximate width up to 0.5. Beginning the first interval at 

the lowest value, 5.6, we form subintervals from 5.6 up to but not including  6.1, 6.1 

up to but not including 6.6, and so on. By using the method of left inclusion, and 

including the left class boundary point but not the right boundary point in the class, we 

eliminate any confusion about where to place a measurement that happens to fall on a 

class boundary point. 

Table 2.8 shows the eight classes, labeled from 1 to 8 for identification. The 

boundaries for the eight classes, along with a tally of the number of measurements that 

fall in each class, are also listed in the table. As with the charts in Section 1.3, you can 

now measure how often each class occurs using frequency or relative frequency. 
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To construct the relative frequency histogram, plot the class boundaries along the 

horizontal axis. Draw a bar over each class interval, with height equal to the relative 

frequency for that class. The relative frequency histogram for the birth weight data, 

Figure 2.11, shows at a glance how birth weights are distributed over the interval 5.6 

to 9.4. 

 

 

 

 

 

 

 

 

 

 

Table 2.8. Frequencies for the data in Table 2.6 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.11. Relative histogram for data in Table 2.8 

Example 2.8. Twenty-five Starbucks® customers are polled in a marketing survey and 

asked, “How often do you visit Starbucks in a typical week?” Table 2.9 lists the 

responses for these 25 customers. Construct a relative frequency histogram to describe 

the data. 

 

Table 2.9 

 

 

 

 

 

Table 2.10. Frequency 

for Example 2.8 
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Solution. The variable being measured is “number of visits to Starbucks,” which is a 

discrete variable that takes on only integer values. In this case, it is simplest to choose 

the classes or subintervals as the integer values over the range of observed values: 1, 2, 

3, 4, 5, 6, and 7. Table 2.10 shows the classes and their corresponding frequencies and 

relative frequencies. The relative frequency histogram, is shown in Figure 2.12. 

 

Figure 2.12. Relative  

histogram for Example 2.8 

 

 

 

 

 

 

 

 

 

 

 

How Do I Construct a Relative Frequency Histogram? 

1. Choose the number of classes, usually between 5 and 12. The more data you have, 

the more classes you should use. 

2. Calculate the approximate class width by dividing the difference between the largest 

and smallest values by the number of classes. 

3. Round the approximate class width up to a convenient number. 

4. If the data are discrete, you might assign one class for each integer value taken on 

by the data. For a large number of integer values, you may need to group them into 

classes. 

5. Locate the class boundaries. The lowest class must include the smallest 

measurement. Then add the remaining classes using the left inclusion method. 

6. Construct a statistical table containing the classes, their frequencies, and their 

relative frequencies. 

7. Construct the histogram like a bar graph, plotting class intervals on the horizontal 

axis and relative frequencies as the heights of the bars. 

 

A relative frequency histogram can be used to describe the distribution of a set of data 

in terms of its location and shape, and to check for outliers as you did with other 

graphs. For example, the birth weight data were relatively symmetric, with no unusual 

measurements, while the Starbucks data were skewed left. Since the bar constructed 

above each class represents the relative frequency or proportion of the measurements 

in that class, these heights can be used to give us further information: 

• The proportion of the measurements that fall in a particular class or group of 

classes 

• The probability that a measurement drawn at random from the set will fall in a 

particular class or group of classes 
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Although we are interested in describing a set of n = 30 measurements, we might also 

be interested in the population from which the sample was drawn, which is the set of 

birth weights of all babies born at this hospital. Or, if we are interested in the weights 

of newborns in general, we might consider our sample as representative of the 

population of birth weights for newborns at similar metropolitan hospitals. A sample 

histogram provides valuable information about the population histogram—the graph 

that describes the distribution of the entire population. Remember, though, that 

different samples from the same population will produce different histograms, even if 

you use the same class boundaries. However, you can expect that the sample and 

population histograms will be similar. As you add more and more data to the sample, 

the two histograms become more and more alike. If you enlarge the sample to include 

the entire population, the two histograms are identical!  

 

2.2. Numerical Methods for Describing Data 

Graphs can help you describe the basic shape of a data distribution; “a picture is worth 

a thousand words.” There are limitations, however, to the use of graphs. Suppose you 

need to display your data to a group of people and the bulb on the data projector blows 

out! Or you might need to describe your data over the telephone—no way to display 

the graphs! You need to find another way to convey a mental picture of the data to 

your audience. 

A second limitation is that graphs are somewhat imprecise for use in statistical 

inference. For example, suppose you want to use a sample histogram to make 

inferences about a population histogram. How can you measure the similarities and 

differences between the two histograms in some concrete way? If they were identical, 

you could say “They are the same!” But, if they are different, it is difficult to describe 

the “degree of difference.” 

One way to overcome these problems is to use numerical measures, which can be 

calculated for either a sample or a population of measurements. You can use the data 

to calculate a set of numbers that will convey a good mental picture of the frequency 

distribution. These measures are called parameters when associated with the 

population, and they are called statistics when calculated from sample measurements. 

Definition Numerical descriptive measures associated with a population of 

measurements are called parameters; those computed from sample measurements are 

called statistics. 

2.2.1. Measures of Central Tendency 

In Chapter 1, we introduced dot plots, stem and leaf plots, and histograms to describe 

the distribution of a set of measurements on a quantitative variable x. The horizontal 

axis displays the values of x, and the data are “distributed” along this horizontal line. 

One of the first important numerical measures is a measure of center—a measure 

along the horizontal axis that locates the center of the distribution. 

The birth weight data presented in Table 1.9 ranged from a low of 5.6 to a high of 9.4, 

with the center of the histogram located in the vicinity of 7.5 (see Figure 2.13). Let’s 

consider some rules for locating the center of a distribution of measurements. 

Mean 

The arithmetic average of a set of measurements is a very common and useful measure 

of center. This measure is often referred to as the arithmetic mean, or simply the 

mean, of a set of measurements. To distinguish between the mean for the sample and 
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the mean for the population, we will use the symbol  ̅ (x-bar) for a sample mean and 

the symbol m (Greek lowercase mu) for the mean of a population. 

Figure 2.13 

Center of the birth 

weight data 

 

 

 

 

 

 

 

 

 

 

Definition The arithmetic mean or average of a set of n measurements is equal to the 

sum of the measurements divided by n. 

Since statistical formulas often involve adding or “summing” numbers, we use a 

shorthand symbol to indicate the process of summing. Suppose there are n 

measurements on the variable x, call them           . To add the n measurements 

together, we use this shorthand notation: 
∑   
 
     which means            . 

The Greek capital sigma (∑) tells you to add the items that appear to its right, 

beginning with the number below the sigma (i = 1) and ending with the number above 

(i = n). However, since the typical sums in statistical calculations are almost always 

made on the total set of n measurements, you can use a simpler notation: 

∑   which means “the sum of all the x measurements” 

Using this notation, we write the formula for the sample mean: 

Notation: Sample mean:  ̅  
∑   
 
   

 
 

                 Population mean:   

Example 2.9. Draw a dot plot for the n = 5 measurements 2, 9, 11, 5, 6. Find the 

sample mean and compare its value with what you might consider the “center” of these 

observations on the dot plot. 

Solution. The dot plot in Figure 2.14 seems to be centered between 6 and 8. To find 

the sample mean, calculate 

 ̅  
          

 
     

The statistic  ̅   6.6 is the balancing point or fulcrum shown on the dotplot. It does 

seem to mark the center of the data. 

 

 

 

 

 

 

 

Figure 2.14. Dot plot for Example 2.9 
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Remember that samples are measurements drawn from a larger population that is 

usually unknown. An important use of the sample mean x_ is as an estimator of the 

unknown population mean m. The birth weight data in Table 2.7 are a sample from a 

larger population of birth weights, and the distribution is shown in Figure 2.13. The 

mean of the 30 birth weights is 

 ̅  
∑  
  

 
     

  
      

shown in Figure 2.13; it marks the balancing point of the distribution. The mean of the 

entire population of newborn birth weights is unknown, but if you had to guess its 

value, your best estimate would be 7.57. Although the sample mean  ̅ changes from 

sample to sample, the population mean m stays the same. 

Median 

A second measure of central tendency is the median, which is the value in the middle 

position in the set of measurements ordered from smallest to largest. 

 

Definition The median m of a set of n measurements is the value of x that falls in the 

middle position when the measurements are ordered from smallest to largest. 

 

Example 2.10. Find the median for the set of measurements 2, 9, 11, 5, 6.  

Solution Rank the n _ 5 measurements from smallest to largest: 2  5  6  9  11. 

 

The middle observation, marked with an arrow, is in the center of the set, or m = 6. 

Example 2.11. Find the median for the set of measurements 2, 9, 11, 5, 6, 27. 

Solution. Rank the measurements from smallest to largest:  

2     5     6     9     11      27. 

 

 

Now there are two “middle” observations, shown in the box. To find the median, 

choose a value halfway between the two middle observations: 

  
   

 
     

The value 0.5(n + 1) indicates the position of the median in the ordered data set. If 

the position of the median is a number that ends in the value 0.5, you need to average 

the two adjacent values. 

Example 2.12. For the n = 5 ordered measurements from Example 2.10, the position 

of the median is 0.5(n + 1) = 0.5(6) = 3, and the median is the 3rd ordered 

observation, or m = 6. 

For the n = 6 ordered measurements from Example 2.11, the position of the median is 

0.5(n + 1) = 0.5(7) = 3.5, and the median is the average of the 3rd and 4th ordered 

observations, or m= (6 + 9)/2 = 7.5. 

Although both the mean and the median are good measures of the center of a 

distribution, the median is less sensitive to extreme values or outliers. For example, the 

value x = 27 in Example 2.11 is much larger than the other five measurements. The 

median, m = 7.5, is not affected by the outlier, whereas the sample average, 

  ̅  
∑  

 
 
             

 
 
  

 
     is affected; its value is not representative of the 

remaining five observations. 
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When a data set has extremely small or extremely large observations, the sample mean 

is drawn toward the direction of the extreme measurements (see Figure 2.15). 

 
Figure 2.15. Relative frequency distribution showing the effect of extreme values on 

the mean and median 

 

If a distribution is skewed to the right, the mean shifts to the right; if a distribution is 

skewed to the left, the mean shifts to the left. The median is not affected by these 

extreme values because the numerical values of the measurements are not used in its 

calculation. When a distribution is symmetric, the mean and the median are equal. If a 

distribution is strongly skewed by one or more extreme values, you should use the 

median rather than the mean as a measure of center.  

Mode 

Another way to locate the center of a distribution is to look for the value of x that 

occurs with the highest frequency. This measure of the center is called the mode. 

Definition The mode is the category that occurs most frequently, or the most 

frequently occurring value of x. When measurements on a continuous variable have 

been grouped as a frequency or relative frequency histogram, the class with the highest 

peak or frequency is called the modal class, and the midpoint of that class is taken to 

be the mode. 

The mode is generally used to describe large data sets, whereas the mean and median 

are used for both large and small data sets. From the data in Example 2.8 (Table 2.9), 

the mode of the distribution of the number of reported weekly visits to Starbucks for 

30 Starbucks customers is 5. The modal class and the value of x occurring with the 

highest frequency are the same, as shown in Figure 2.16(a). 

 
Figure 2.15. Relative frequency histograms for the Starbucks and birth weight data (again) 

 

 



25 
 

Example 2.13. For the data in Table 2.7, a birth weight of 7.7 occurs four times, and 

therefore the mode for the distribution of birth weights is 7.7. Using the histogram to 

find the modal class, you find that the class with the highest peak is the fifth class, 

from 7.6 to 8.1. Our choice for the mode would be the midpoint of this class, or 7.85. 

See Figure 2.16(b). It is possible for a distribution of measurements to have more than 

one mode. These modes would appear as “local peaks” in the relative frequency 

distribution. For example, if we were to tabulate the length of fish taken from a lake 

during one season, we might get a bimodal distribution, possibly reflecting a mixture 

of young and old fish in the population. Sometimes bimodal distributions of sizes or 

weights reflect a mixture of measurements taken on males and females. In any case, a 

set or distribution of measurements may have more than one mode. 

 

2.2.2. Measures of Variability 

Data sets may have the same center but look different because of the way the numbers 

spread out from the center. Consider the two distributions shown in Figure 2.16. Both 

distributions are centered at x = 4, but there is a big difference in the way the 

measurements spread out, or vary. The measurements in Figure 2.16(a) vary from 3 to 

5; in Figure 2.16(b) the measurements vary from 0 to 8. 

 

 
 

Figure 2.16. Variability or dispersion of data 

Variability or dispersion is a very important characteristic of data. For example, if 

you were manufacturing bolts, extreme variation in the bolt diameters would cause a 

high percentage of defective products. On the other hand, if you were trying to 

discriminate between good and poor accountants, you would have trouble if the 

examination always produced test grades with little variation, making discrimination 

very difficult. 

Measures of variability can help you create a mental picture of the spread of the data. 

We will present some of the more important ones. The simplest measure of variation 

is the range. 

Range 

Definition The range, R, of a set of n measurements is defined as the difference 

between the largest and smallest measurements. 

For the birth weight data in Table 2.7, the measurements vary from 5.6 to 9.4. Hence, 

the range is 9.4 - 5.6 = 3.8. The range is easy to calculate, easy to interpret, and is an 

adequate measure of variation for small sets of data. But, for large data sets, the range 

is not an adequate measure of variability. For example, the two relative frequency 
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distributions in Figure 2.17 have the same range but very different shapes and 

variability. 

 
 

Figure 2.17. Distributions with equal range and unequal variability 

Deviation 

Is there a measure of variability that is more sensitive than the range? Consider, as an 

example, the sample measurements 5, 7, 1, 2, 4, displayed as a dot plot in Figure 2.18. 

The mean of these five measurements is  

 ̅  
∑  
 
 
  

 
     

 
Figure 2.18. Dot plot showing deviations of points from the mean 

 

as indicated on the dot plot. The horizontal distances between each dot (measurement) 

and the mean  ̅ will help you to measure the variability. If the distances are large, the 

data are more spread out or variable than if the distances are small. If xi is a particular  

dot (measurement), then the deviation of that measurement from the mean is         
( ̅    )  Measurements to the right of the mean produce positive deviations, and those 

to the left produce negative deviations. The values of x and the deviations for our 

example are listed in the first and second columns of Table 2.11. 

 

 

 

        Table 2.11 
 

 

 

 



27 
 

Because the deviations in the second column of the table contain information on 

variability, one way to combine the five deviations into one numerical measure is to 

average them. Unfortunately, the average will not work because some of the deviations 

are positive, some are negative, and the sum is always zero (unless round-off errors 

have been introduced into the calculations). Note that the deviations in the second 

column of Table 2.11 sum to zero. 

 

Variance 

Another possibility might be to disregard the signs of the deviations and calculate the 

average of their absolute values. This method has been used as a measure of variability 

in exploratory data analysis and in the analysis of time series data. We prefer, 

however, to overcome the difficulty caused by the signs of the deviations by working 

with their sum of squares. From the sum of squared deviations, a single measure called 

the variance is calculated. To distinguish between the variance of a sample and the 

variance of a population, we use the symbol     for a sample variance and     (Greek 

lowercase sigma) for a population variance. The variance will be relatively large for 

highly variable data and relatively small for less variable data. 

Definition The variance of a population of N measurements is the average of the 

squares of the deviations of the measurements about their mean  . The population 

variance is denoted by    and is given by the formula 

   
∑(    )

  

 
 

 

Most often, you will not have all the population measurements available but will need 

to calculate the variance of a sample of n measurements. 

 

Definition The variance of a sample of n measurements is the sum of the squared 

deviations of the measurements about their mean  ̅ divided by (n - 1). The sample 

variance is denoted by    and is given by the formula 

   
∑(    ̅)

 

   
  

 

For the set of n = 5 sample measurements presented in Table 2.11, the square of the 

deviation of each measurement is recorded in the third column. Adding, we obtain  

∑(    ̅)
        

and the sample variance is 

   
∑(    ̅)

 

   
 
     

 
       

Standard deviation 
The variance is measured in terms of the square of the original units of measurement. 

If the original measurements are in inches, the variance is expressed in square inches. 

Taking the square root of the variance, we obtain the standard deviation, which 

returns the measure of variability to the original units of measurement. 

Definition The standard deviation of a set of measurements is equal to the positive 

square root of the variance. 
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NOTATION 

Sample Population 

n: number of measurements in the sample 

 

    sample variance 

 

   sample standard deviation 

N: number of measurements in the 

     population 

    population variance 

 

   population standard deviation 

 

 

For the set of n = 5 sample measurements in Table 2.11, the sample variance is 

       , so the sample standard deviation is   √   √         . The more 

variable the data set is, the larger the value of s. 

For the small set of measurements we used, the calculation of the variance is not too 

difficult. However, for a larger set, the calculations can become very tedious. Most 

scientific calculators have built-in programs that will calculate  ̅ and s or   and  , so 

that your computational work will be minimized. The sample or population mean key 

is usually marked with  ̅. The sample standard deviation key is usually marked with s, 

or   , and the population standard deviation key with        . In using any calculator 

with these built-in function keys, be sure you know which calculation is being carried 

out by each key! 

If you need to calculate    and s by hand, it is much easier to use the alternative 

computing formula given next. This computational form is sometimes called the 

shortcut method for calculating   . 

 

THE COMPUTING FORMULA FOR CALCULATING     

   
∑  

  
(∑  )

 

 
   

  

 

The symbols (∑  )
  and ∑  

  in the computing formula are shortcut ways to indicate 

the arithmetic operation you need to perform. You know from the formula for the 

sample mean that ∑   is the sum of all the measurements. To find  ∑  
 , you square 

each individual measurement and then add them together. 

∑  
   Sum of the squares of the individual measurements 

(∑  )
 : Square of the sum of the individual measurements 

The sample standard deviation, s, is the positive square root of    . 

 

Example 2.14. Calculate the variance and standard deviation for the five 

measurements in Table 2.12, which are 5, 7, 1, 2, 4. Use the computing formula for    

and compare your results with those obtained using the original definition of   . 

 

Table 2.12 
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Solution. The entries in Table 2.12 are the individual measurements,   , and their 

squares,   
  , together with their sums. Using the computing formula for   , you have 

   
∑  

  
(∑  )

 

 
   

 
   

   

 
 

 
    

 
      

You may wonder why you need to divide by (n - 1) rather than n when computing the 

sample variance. Just as we used the sample mean  ̅ to estimate the population mean 

m, you may want to use the sample variance    to estimate the population variance   . 

It turns out that the sample variance     with (n - 1) in the denominator provides better 

estimates of    than would an estimator calculated with n in the denominator. For this 

reason, we always divide by (n - 1) when computing the sample variance   and 

the sample standard deviation s. 

 

At this point, you have learned how to compute the variance and standard deviation of 

a set of measurements. Remember these points: 

• The value of s is always greater than or equal to zero. 

• The larger the value of    or s, the greater the variability of the data set. 

• If    or s is equal to zero, all the measurements must have the same value. 

• In order to measure the variability in the same units as the original 

observations, we compute the standard deviation   √  . 

This information allows you to compare several sets of data with respect to their 

locations and their variability. How can you use these measures to say something more 

specific about a single set of data? The theorem and rule presented in the next section 

will help answer this question. 

 

2.3. Measures of Relative Standing 

Sometimes you need to know the position of one observation relative to others in a set 

of data. For example, if you took an examination with a total of 35 points, you might 

want to know how your score of 30 compared to the scores of the other students in the 

class. The mean and standard deviation of the scores can be used to calculate a z-

score, which measures the relative standing of a measurement in a data set. 

z-score 

Definition The sample z-score is a measure of relative standing defined by 

z-score  
    ̅

 
. 

                   The population z-score is defined by z-score  
   

 
. 

 

A z-score measures the distance between an observation and the mean, measured 

in units of standard deviation. For example, suppose that the mean and standard 

deviation of the test scores (based on a total of 35 points) are 25 and 4, respectively. 

The z-score for your score of 30 is calculated as follows: 

z-score  
    ̅

 
 
     

 
       

Your score of 30 lies 1.25 standard deviations above the mean (30 =  ̅ +1.25s). 

The z-score is a valuable tool for determining whether a particular observation is likely 

to occur quite frequently or whether it is unlikely and might be considered an outlier. 

Hint. According to Tchebysheff’s Theorem and the Empirical Rule, 

• at least 75% and more likely 95% of the observations lie within two standard 
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deviations of their mean: their z-scores are between -2 and +2. Observations 

with z-scores exceeding 2 in absolute value happen less than 5% of the time and 

are considered somewhat unlikely. 

• at least 89% and more likely 99.7% of the observations lie within three 

standard deviations of their mean: their z-scores are between -3 and +3. 

Observations with z-scores exceeding 3 in absolute value happen less than 1% 

of the time and are considered very unlikely. 

You should look carefully at any observation that has a z-score exceeding 3 in absolute 

value. Perhaps the measurement was recorded incorrectly or does not belong to the 

population being sampled. Perhaps it is just a highly unlikely observation, but a valid 

one nonetheless! 

 

Example 2.15. Consider this sample of n _ 10 measurements: 

1, 1, 0, 15, 2, 3, 4, 0, 1, 3 

 

The measurement x = 15 appears to be unusually large. Calculate the z-score for this 

observation and state your conclusions. 

Solution Calculate  ̅   3.0 and s = 4.42 for the n  = 10 measurements. Then the z-

score for the suspected outlier, x = 15, is calculated as 

z-score  
    ̅

 
 
    

    
       

 

Hence, the measurement x = 15 lies 2.71 standard deviations above the sample mean, 

 ̅   3.0. Although the z-score does not exceed 3, it is close enough so that you might 

suspect that x = 15 is an outlier. You should examine the sampling procedure to see 

whether x = 15 is a faulty observation. 

 

Percentile 
A percentile is another measure of relative standing and is most often used for large 

data sets. (Percentiles are not very useful for small data sets.) 

Definition A set of n measurements on the variable x has been arranged in order of 

magnitude. The pth percentile is the value of x that is greater than p% of the 

measurements and is less than the remaining (100 - p)%. 

Example 2.16. Suppose you have been notified that your score of 610 on the Verbal 

Graduate Record 

Examination placed you at the 60th percentile in the distribution of scores. Where does 

your score of 610 stand in relation to the scores of others who took the examination? 

Solution Scoring at the 60th percentile means that 60% of all the examination scores 

were lower than your score and 40% were higher. 

 

In general, the 60th percentile for the variable x is a point on the horizontal axis of the 

data distribution that is greater than 60% of the measurements and less than the others. 

That is, 60% of the measurements are less than the 60th percentile and 40% are greater 

(see Figure 2.19). Since the total area under the distribution is 100%, 60% of the area 

is to the left and 40% of the area is to the right of the 60th percentile. Remember that 

the median, m, of a set of data is the middle measurement; that is, 50% of the 

measurements are smaller and 50% are larger than the median. Thus, the median is the 

same as the 50th percentile! 
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Figure 2.19. The 60
th

 percentile shown on the relative frequency histogram for a data 

set 

Quartiles 
The 25th and 75th percentiles, called the lower and upper quartiles, along with the 

median (the 50th percentile), locate points that divide the data into four sets, each 

containing an equal number of measurements. Twenty-five percent of the 

measurements will be less than the lower (first) quartile, 50% will be less than the 

median (the second quartile), and 75% will be less than the upper (third) quartile. 

Thus, the median and the lower and upper quartiles are located at points on the x-axis 

so that the area under the relative frequency histogram for the data is partitioned into 

four equal areas, as shown in Figure 2.20. 

 
Figure 2.20. Location of quartiles 

Definition A set of n measurements on the variable x has been arranged in order of 

magnitude. The lower quartile (first quartile), Q1, is the value of x that is greater 

than one-fourth of the measurements and is less than the remaining three-fourths. The 

second quartile is the median. The upper quartile (third quartile), Q3, is the value 

of x that is greater than three-fourths of the measurements and is less than the 

remaining one-fourth. 
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Hint. For small data sets, it is often impossible to divide the set into four groups, each 

of which contains exactly 25% of the measurements. For example, when n = 10, you 

would need to have  2½  measurements in each group! Even when you can perform 

this task (for example, if n = 12), there are many numbers that would satisfy the 

preceding definition, and could therefore be considered “quartiles.” To avoid this 

ambiguity, we use the following rule to locate sample quartiles. 

 

CALCULATING SAMPLE QUARTILES 

• When the measurements are arranged in order of magnitude, the lower 

quartile, Q1, is the value of x in position 0.25(n + 1), and the upper quartile, 

Q3, is the value of x in position 0.75(n + 1). 

• When 0.25(n + 1) and 0.75(n + 1) are not integers, the quartiles are found by 

interpolation, using the values in the two adjacent positions. 

 

Example 2.17. Find the lower and upper quartiles for this set of measurements: 

16, 25, 4, 18, 11, 13, 20, 8, 11, 9 

Solution. Rank the n =10 measurements from smallest to largest: 

4, 8, 9, 11, 11, 13, 16, 18, 20, 25 

Calculate 

Position of Q1 = 0.25(n + 1) = 0.25(10 + 1) = 2.75 

Position of Q3 = 0.75(n + 1) = 0.75(10 + 1) = 8.25 

Since these positions are not integers, the lower quartile is taken to be the value 3/4 of 

the distance between the second and third ordered measurements, and the upper 

quartile is taken to be the value 1/4 of the distance between the eighth and ninth 

ordered measurements. Therefore, 

Q1 = 8 + 0.75(9 - 8) = 8 + 0.75 = 8.75 

and 

Q3 = 18 + 0.25(20 - 18) = 18 + 0.5= 18.5. 

Because the median and the quartiles divide the data distribution into four parts, each 

containing approximately 25% of the measurements, Q1 and Q3 are the upper and 

lower boundaries for the middle 50% of the distribution. We can measure the range of 

this “middle 50%” of the distribution using a numerical measure called the 

interquartile range. 

Definition The interquartile range (IQR) for a set of measurements is the difference 

between the upper and lower quartiles; that is, IQR = Q3 - Q1. 

For the data in Example 2.17, IQR = Q3 - Q1 = 18.50 - 8.75 = 9.75.  

We will use the IQR along with the quartiles and the median in the next section to 

construct another graph for describing data sets. 

THE FIVE-NUMBER SUMMARY AND THE BOX PLOT 

The median and the upper and lower quartiles shown in Figure 2.20 divide the data 

into four sets, each containing an equal number of measurements. If we add the largest 

number (Max) and the smallest number (Min) in the data set to this group, we will 

have a set of numbers that provide a quick and rough summary of the data distribution. 

The five-number summary consists of the smallest number, the lower quartile, the 

median, the upper quartile, and the largest number, presented in order from smallest to 

largest: Min      Q1      Median    Q3     Max 

By definition, one-fourth of the measurements in the data set lie between each of the 

four adjacent pairs of numbers. 
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The five-number summary can be used to create a simple graph called a box plot to 

visually describe the data distribution. From the box plot, you can quickly detect any 

skewness in the shape of the distribution and see whether there are any outliers in the 

data set. 

An outlier may result from transposing digits when recording a measurement, from 

incorrectly reading an instrument dial, from a malfunctioning piece of equipment, or 

from other problems. Even when there are no recording or observational errors, a data 

set may contain one or more valid measurements that, for one reason or another, differ 

markedly from the others in the set. These outliers can cause a marked distortion in 

commonly used numerical measures such as  ̅ and s. In fact, outliers may themselves 

contain important information not shared with the other measurements in the set. 

Therefore, isolating outliers, if they are present, is an important step in any preliminary 

analysis of a data set. The box plot is designed expressly for this purpose. 

TO CONSTRUCT A BOX PLOT 

• Calculate the median, the upper and lower quartiles, and the IQR for the ata 

set. 

• Draw a horizontal line representing the scale of measurement. Form a box just 

above the horizontal line with the right and left ends at Q1 and Q3. Draw a 

vertical line through the box at the location of the median. 

A box plot is shown in Figure 2.21 

 
 

Figure 2.21. Box plot 

. 

The z-score provided boundaries for finding unusually large or small measurements. 

You looked for z-scores greater than 2 or 3 in absolute value. The box plot uses the 

IQR to create imaginary “fences” to separate outliers from the rest of the data set: 

DETECTING OUTLIERS—OBSERVATIONS THAT ARE BEYOND: 

• Lower fence: Q1 - 1.5(IQR) 

• Upper fence: Q3 + 1.5(IQR) 

The upper and lower fences are shown with broken lines in Figure 2.21, but they are 

not usually drawn on the box plot. Any measurement beyond the upper or lower fence 

is an outlier; the rest of the measurements, inside the fences, are not unusual. Finally, 

the box plot marks the range of the data set using “whiskers” to connect the smallest 

and largest measurements (excluding outliers) to the box. 

TO FINISH THE BOX PLOT 

• Mark any outliers with an asterisk (*) on the graph. 

• Extend horizontal lines called “whiskers” from the ends of the box to the 

smallest and largest observations that are not outliers. 

Example 2.18. As American consumers become more careful about the foods they eat, 

food processors try to stay competitive by avoiding excessive amounts of fat, 
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cholesterol, and sodium in the foods they sell. The following data are the amounts of 

sodium per slice (in milligrams) for each of eight brands of regular American cheese. 

Construct a box plot for the data and look for outliers. 

340, 300, 520, 340, 320, 290, 260, 330. 

Solution. The n = 8 measurements are first ranked from smallest to largest: 

260, 290, 300, 320, 330, 340, 340, 520 

The positions of the median, Q1, and Q3 are 

0.5(n + 1) = 0.5(9) = 4.5 

0.25(n + 1) = 0.25(9) = 2.25 

0.75(n + 1) = 0.75(9) = 6.75 

so that m = (320 + 330)/2= 325, Q1 = 290 + 0.25(10) = 292.5, and Q3 = 340. 

The interquartile range is calculated as 

IQR = Q3 - Q1 = 340 - 292.5 = 47.5 

Calculate the upper and lower fences: 

Lower fence: 292.5 - 1.5(47.5) = 221.25 

Upper fence: 340 + 1.5(47.5) = 411.25 

The value x = 520, a brand of cheese containing 520 milligrams of sodium, is the only 

outlier, lying beyond the upper fence. 

The box plot for the data is shown in Figure 2.22. The outlier is marked with an 

asterisk (*). Once the outlier is excluded, we find (from the ranked data set) that the 

smallest and largest measurements are x = 260 and x = 340. These are the two values 

that form the whiskers. Since the value x = 340 is the same as Q3, there is no whisker 

on the right side of the box. 

 
Figure 2.22. Box plot for example 2.18 
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Supplementary Exercises for Chapter 2 

1.18 Construct a stem and leaf plot for these 50 measurements: 

3.1 4.9 2.8 3.6 2.5 4.5 3.5 3.7 4.1 4.9 

2.9 2.1 3.5 4.0 3.7 2.7 4.0 4.4 3.7 4.2 

3.8 6.2 2.5 2.9 2.8 5.1 1.8 5.6 2.2 3.4 

2.5 3.6 5.1 4.8 1.6 3.6 6.1 4.7 3.9 3.9 

4.3 5.7 3.7 4.6 4.0 5.6 4.9 4.2 3.1 3.9 

a. Describe the shape of the data distribution. Do you see any outliers? 

b. Use the stem and leaf plot to find the smallest observation. 

c. Find the eighth and ninth largest observations. 

1.19 Refer to Exercise 1.18. Construct a relative frequency histogram for the data. 

a. Approximately how many class intervals should you use? 

b. Suppose you decide to use classes starting at 1.6 with a class width of .5 (i.e., 1.6 to < 2.1, 

2.1 to < 2.6). Construct the relative frequency histogram for the data. 

c. What fraction of the measurements are less than 5.1? 

d. What fraction of the measurements are larger than 3.6? 

e. Compare the relative frequency histogram with the stem and leaf plot in Exercise 1.18. Are 

the shapes similar? 

1.25 Test Scores The test scores on a 100-point test were recorded for 20 students: 

61 93 91 86 55 63 86 82 76 57 

94 89 67 62 72 87 68 65 75 84 

a. Use an appropriate graph to describe the data. 

b. Describe the shape and location of the scores. 

c. Is the shape of the distribution unusual? Can you think of any reason the distribution of the 

scores would have such a shape? 

(1.27). Education Pays Off 

Education pays off, according to a snapshot provided in a report to the city of Riverside by the 

Riverside County Office of Education. The average annual incomes for six different levels od 

education are shown in the table: 

 

Education Level Average Annual Income 

High school graduate 

Some college, no degree 

Bachelor's degree 

Master's degree 

Doctorate 

Professional (Doctor, Lawyer) 

$26,795 

29,095 

50,623 

63,592 

85,675 

101,375 

Source: U. S. Census Bureau 
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a. What graphical methods could you see to describe the data? 

b. Select the method from part a) that you think best describe the data. 

c. How would you summarize the information that you see in the graph regarding educational 

levels and salary ? 

(2.8). Tuna Fish 

An article in Consumer Reports gives the price - an estimated average for a 6-ounce can or a 

7.06-ounce pouch - for 14 different brands of water-packed light tuna, based on prices paid 

nationally in supermarkets: 

 

0.99   1.92     1.23    0.85   0.65   0.53    1.41 

1.12   0.63     0.67    0.69   0.60   0.60    0.66 

a. Find the average price for the 14 different brands of tuna. 

b. Find the median price for the 14 different brands of tuna. 

c. Based on your finding in parts a and b, do you think that the distribution of prices is 

skewed? Explain. 

2.10 Time on Task In a psychological experiment, the time on task was recorded for 10 

subjects under a 5-minute time constraint. These measurements are in seconds: 

175 190 250 230 240 

200 185 190 225 265 

a. Find the average time on task. 

b. Find the median time on task. 

c. If you were writing a report to describe these data, which measure of central tendency 

would you use? Explain. 

2.11 Starbucks The number of Starbucks coffee shops in 18 cities within 20 miles of the 

University of California, Riverside is shown in the following table (www.starbucks.com). 

16 7 2 6 4 

1 7 1 1 1 

3 2 11 1 

5 1 4 12 

a. Find the mean, the median, and the mode. 

b. Compare the median and the mean. What can you say about the shape of this distribution? 

c. Draw a dot-plot for the data. Does this confirm your conclusion about the shape of the 

distribution from part b? 

(2.21). A distribution of measurements is relatively mound-shaped with mean 50 and standard 

deviation 10. 

a. What proportion of the measurements will fall between 40 and 60? 

b. What proportion of the measurements will fall between 30 and 70? 

c. What proportion of the measurements will fall between 30 and 60? 
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d. If a measurement is chosen at random from this distribution, what is the probability that it 

will be greater than 60? 

(2.22). A set of data has a mean of 75 and a standard deviation of 5. You know nothing else 

about the size of the data set or the shape of the data distribution. 

a. What can you say about the proportion of measurements that fall between 60 and 90? 

b. What can you say about the proportion of measurements that fall between 65 and 85? 

c. What can you say about the proportion of measurements that are less than 65? 

2.24 Packaging Hamburger Meat The data listed here are the weights (in pounds) of 27 

packages of ground beef in a supermarket meat display: 

1.08 .99 .97 1.18 1.41 1.28 .83 

1.06 1.14 1.38 .75 .96 1.08 .87 

.89 .89 .96 1.12 1.12 .93 1.24 

.89 .98 1.14 .92 1.18 1.17 

a. Construct a stem and leaf plot or a relative frequency histogram to display the distribution 

of weights. Is the distribution relatively mound-shaped? 

b. Find the mean and standard deviation of the data set. 

c. Find the percentage of measurements in the intervals x ± s, x ± 2s, and x ± 3s. 

d. How do the percentages obtained in part c) compare with those given by the Empirical 

Rule? Explain. 

2.29 Survival Times A group of experimental animals is infected with a particular form of 

bacteria, and their survival time is found to average 32 days, with a standard deviation of 36 

days. 

a. Visualize the distribution of survival times. Do you think that the distribution is relatively 

mound-shaped, skewed right, or skewed left? Explain. 

b. Within what limits would you expect at least 3/4 of the measurements to lie? 
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Chapter 3 

                 Probability 

3.1. The role of Probability in Statistics 
Probability and statistics are related in an important way. Probability is used as a tool; 

it allows you to evaluate the reliability of your conclusions about the population when 

you have only sample information. Consider these situations:  

• When you toss a single coin, you will see either a head (H) or a tail (T). If you 

toss the coin repeatedly, you will generate an infinitely large number of Hs and 

Ts—the entire population. What does this population look like? If the coin is 

fair, then the population should contain 50% Hs and 50% Ts. Now toss the coin 

one more time. What is the chance of getting a head? Most people would say 

that the “probability” or chance is 1/2. 

• Now suppose you are not sure whether the coin is fair; that is, you are not sure 

whether the makeup of the population is 50–50. You decide to perform a simple 

experiment. You toss the coin n _ 10 times and observe 10 heads in a row. Can 

you conclude that the coin is fair? Probably not, because if the coin were fair, 

observing 10 heads in a row would be very unlikely; that is, the “probability” 

would be very small. It is more likely that the coin is biased. 

As in the coin-tossing example, statisticians use probability in two ways. When the 

population is known, probability is used to describe the likelihood of observing a 

particular sample outcome. When the population is unknown and only a sample from 

that population is available, probability is used in making statements about the makeup 

of the population—that is, in making statistical inferences. 

In Chapter 3-6, you will learn many different ways to calculate probabilities. You will 

assume that the population is known and calculate the probability of observing various 

sample outcomes. Once you begin to use probability for statistical inference in Chapter 

7 and Chapter 8, the population will be unknown and you will use your knowledge of 

probability to make reliable inferences from sample information. We begin with some 

simple examples to help you grasp the basic concepts of probability. 

3.2.  Basic Concepts of Probability 

Probability 

Definition A probability is a number that reflects the chance or likelihood that a 

particular event will occur when experiment is performed. 

We express the probability as a fraction, decimal, and a percent. 

Example 3.1:  

• Tossing a coin, then we say “ the probability of the chance “Observe a Head ” 

is  ½ , 0.5, or 50%”.  
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• One student take a multiple-choice exam by choosing randomly an answer in 4. 

What we can say about the probability that the student will make a right answer 

each question?  

Experiment  

Data are obtained by observing either uncontrolled events in nature or controlled 

situations in a laboratory. We use the term experiment to describe either method of 

data collection. 

Definition An experiment is the process by which an observation (or measurement) 

is obtained. 

The observation or measurement generated by an experiment may or may not produce 

a numerical value. Here are some examples of experiments: 

• Recording a test grade 

• Measuring daily rainfall 

• Interviewing a householder to obtain his or her opinion on a greenbelt zoning 

ordinance 

• Testing a printed circuit board to determine whether it is a defective product 

or an acceptable product 

• Tossing a coin and observing the face that appears 

When an experiment is performed, what we observe is an outcome called a simple 

event, often denoted by the capital E with a subscript. 

Definition A simple event is the outcome that is observed on a single repetition 

of the experiment. 

Example 3.2 Experiment: Toss a die and observe the number that appears on the 

upper face. List the simple events in the experiment. 

Solution When the die is tossed once, there are six possible outcomes. There are 

the simple events, listed below. 

Event E1: Observe a 1 Event E4: Observe a 4 

Event E2: Observe a 2 Event E5: Observe a 5 

Event E3: Observe a 3 Event E6: Observe a 6 

Event 
We can now define an event as a collection of simple events, often denoted by a 

capital letter. 

Definition An event is a collection of simple events. 

Example 3.3 (continued) We can define the events A and B for the die tossing 

experiment: 

A: Observe an odd number 

B: Observe a number less than 4 

Since event A occurs if the upper face is 1, 3, or 5, it is a collection of three simple 

events and we write A = {E1, E3, E5}. Similarly, the event B occurs if the upper face 

is 1, 2, or 3 and is defined as a collection or set of these three simple events: 

B = {E1, E2, E3}. 
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Sometimes when one event occurs, it means that another event cannot. 

Definition Two events are mutually exclusive if, when one event occurs, the others 

cannot, and vice versa. 

In the die-tossing experiment, events A and B are not mutually exclusive, because they 

have two outcomes in common—if the number on the upper face of the die is a 1 or a 

3. Both events A and B will occur if either E1 or E3 is observed when the experiment 

is performed. In contrast, the six simple events E1, E2, . . . , E6 form a set of all 

mutually exclusive outcomes of the experiment. When the experiment is performed 

once, one and only one of these simple events can occur. 

Sample Space 

Definition The set of all simple events is called the sample space, S. 

Sometimes it helps to visualize an experiment using a picture called a Venn diagram, 

shown in Figure 3.1. The outer box represents the sample space, which contains all of 

the simple events, represented by labeled points. Since an event is a collection of one 

or more simple events, the appropriate points are circled and labeled with the event 

letter. For the die-tossing experiment, the sample space is S = {E1, E2, E3, E4, E5, 

E6} or, more simply, S = {1, 2, 3, 4, 5, 6}. The events A = {1, 3, 5} and B = {1, 2, 3} 

are circled in the Venn diagram. 

Exampe 3.4. Experiment: Toss a single coin and observe the result. These are the 

simple events: 

E1: Observe a head (H) 

E2: Observe a tail (T) 

The sample space is S = {E1, E2}, or, more simply, S = {H, T}. 

Example 3.5 Experiment: Record a person’s blood type. The four mutually exclusive 

possible outcomes are these simple events: 

E1: Blood type A 

E2: Blood type B 

E3: Blood type AB 

E4: Blood type O 

The sample space is S = {E1, E2, E3, E4}, or S = {A, B, AB, O}. 

3.3. Calculating Probabilities Using Simple Events 

3.3.1. Theoretical Probability 

The probability of an event E is a measure of our belief that the event E will occur.  

 

Theoretical (classical) probability is used when each outcome in a sample space is 

equally likely to occur.  The theoretical probability for event E is given by 

  

 

 

  

Number of outcomes  in event
( ) .

Total number of outcomes in sample space
P E 
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3.3.2. Empirical Probability 

Empirical (or statistical) probability is based on observations obtained from 

probability experiments.  The empirical probability of an event E  is the relative 

frequency of that event. 

 

One practical way to interpret this measure is with the concept of relative frequency. 

Recall from Chapter 1 that if an experiment is performed n times, then the relative 

frequency of a particular occurrence—say, E—is 

 

 ( )  
                    

               
 
 ( )

 
 

 

where the frequency is the number of times the event E occurred.  

 

Law of Large Numbers: If you let n, the number of repetitions of the experiment, 

become larger and larger (   ), you will eventually generate the entire population. 

In this population, the relative frequency of the event E  is defined as the probability 

of event E; that is, 

 ( )     
   

 ( )

 
  

Since P(E) behaves like a relative frequency, 

• P(E) must be a proportion lying between 0 and 1;  

• P(E) = 0 if the event E never occurs, and  

• P(E) = 1 if the event E always occurs, 

• The closer P(E) is to 1, the more likely it is that E will occur. 

Example 3.6 If you tossed a balanced, six-sided die an infinite number of times, you 

would expect the relative frequency for any of the six values, x = 1, 2, 3, 4, 5, 6, to be 

1/6. Needless to say, it would be very time-consuming, if not impossible, to repeat an 

experiment an infinite number of times. For this reason, there are alternative methods 

for calculating probabilities that make use of the relative frequency concept. 

An important consequence of the relative frequency definition of probability 

involves the simple events. Since the simple events are mutually exclusive, their 

probabilities must satisfy two conditions. 

REQUIREMENTS FOR SIMPLE-EVENT PROBABILITIES 

• Each probability must lie between 0 and 1. 

• The sum of the probabilities for all simple events in S equals 1. 

When it is possible to write down the simple events associated with an experiment and 

to determine their respective probabilities, we can find the probability of an event A by 

summing the probabilities for all the simple events contained in the event A. 

CALCULATING THE PROBABILITY OF AN EVENT 

1. List all the simple events in the sample space. 

2. Assign an appropriate probability to each simple event. 

3. Determine which simple events result in the event of interest. 

4. Sum the probabilities of the simple events that result in the event of interest. 

In your calculation, you must always be careful that you satisfy these two 

conditions: 

• Include all simple events in the sample space. 
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• Assign realistic probabilities to the simple events. 

When the sample space is large, it is easy to unintentionally omit some of the 

simple events. If this happens, or if your assigned probabilities are wrong, your 

answers will not be useful in practice. One way to determine the required 

number of simple events is to use the counting rules presented in the next 

optional section. These rules can be used to solve more complex problems, 

which generally involve a large number of simple events. If you need to master 

only the basic concepts of probability, you may choose to skip the next section. 
 

3.3.3 USEFUL COUNTING RULES (OPTIONAL) 
 
Suppose that an experiment involves a large number N of simple events and you 

know that all the simple events are equally likely. Then each simple event has 

probability 1/N, and the  probability of an event A can be calculated as 

 ( )  
  
 

 

where    is the number of simple events that result in the event A. In this 

section, we present three simple rules that can be used to count either N, the 

number of simple events in the sample space, or     the number of simple events 

in event A. Once you have obtained these counts, you can find P(A) without 

actually listing all the simple events. 

 
THE mn RULE 

Consider an experiment that is performed in two stages. If the first stage 

can be accomplished in m ways and for each of these ways, the second stage can 

be accomplished in n ways, then there are mn ways to accomplish the 

experiment. 

Example 3.7 Two dice are tossed. How many simple events are in the sample 

space S? 

Solution: The first die can fall in one of m = 6 ways, and the second die can fall 

in one of n = 6 ways. Since the experiment involves two stages, forming the 

pairs of numbers shown on the two faces, the total number of simple events in S 

is 

mn = (6)(6) = 36. 

 

A second useful counting rule follows from the mn Rule and involves 

orderings or permutations. For example, suppose you have three books, A, B, 

and C, but you have room for only two on your bookshelf. In how many ways 

can you select and arrange the two books? There are three choices for the two 

books—A and B, A and C, or B and C—but each of the pairs can be arranged in 

two ways on the shelf. All the permutations of the two books, chosen from three, 

are listed in Table 4.3. The mn Rule implies that there are 6 ways, because the 

first book can be chosen in m =  3 ways and the second in n = 2 ways, so the 

result is mn = 6. 
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A COUNTING RULE FOR PERMUTATIONS 

The number of ways we can arrange n distinct objects, taking them k at a time, 

is 

  
  

  

(   ) 
 

where n! = n(n - 1)(n - 2) … (3)(2)(1) and 0! = 1. 

Since k objects are chosen, this is an k-stage experiment. The first object can be 

chosen in n ways, the second in (n - 1) ways, the third in (n - 2) ways, and the 

kth in (n - r + 1) ways. We can simplify this awkward notation using the 

counting rule for permutations because 
 

  

(   ) 
 
 (   )(   ) (     )(   )      

(   )      
  (   ) (     )  

 
 

A SPECIAL CASE: ARRANGING n ITEMS 

The number of ways to arrange an entire set of n distinct items   
      

Example 3.8 Three lottery tickets are drawn from a total of 50. If the tickets will 

be distributed to each of three employees in the order in which they are drawn, 

the order will be important. How many simple events are associated with the 

experiment? 

Solution: The total number of simple events is   
   

   

    
 (  )(  )(  )  

         
 

Example 3.9 A piece of equipment is composed of five parts that can be 

assembled in any order. A test is to be conducted to determine the time 

necessary for each order of assembly. If each order is to be tested once, how 

many tests must be conducted? 

Solution The total number of tests is   
     ( )( )( )( )( )       

 

When we counted the number of permutations of the two books chosen for your 

bookshelf, we used a systematic approach: 

• First we counted the number of combinations or pairs of books to be chosen. 

• Then we counted the number of ways to arrange the two chosen books on the 

shelf. 

Sometimes the ordering or arrangement of the objects is not important, but only 

the objects that are chosen. In this case, you can use a counting rule for 

combinations. 

For example, you may not care in what order the books are placed on the shelf, 

but only which books you are able to shelve. When a five-person committee is 

chosen from a group of 12 students, the order of choice is unimportant because 

all five students will be equal members of the committee. 
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A COUNTING RULE FOR COMBINATIONS 

The number of distinct combinations of n distinct objects that can be formed, 

taking them r at a time, is   
  

  

  (   ) 
 

The number of combinations and the number of permutations are related:  

  
  

  
 

  
 

You can see that   
  results when you divide the number of permutations by r!, 

the number of ways of rearranging each distinct group of r objects chosen from 

the total n. 

 

Example 3.10 A printed circuit board may be purchased from five suppliers. In 

how many ways can three suppliers be chosen from the five? 

Solution: Since it is important to know only which three have been chosen, not 

the order of selection, the number of ways is 

  
  

  

     
 
( )( )

 
     

The next example illustrates the use of counting rules to solve a probability 

problem. 

Example 4.11 Five manufacturers produce a certain electronic device, whose 

quality varies from manufacturer to manufacturer. If you were to select three 

manufacturers at random, what is the chance that the selection would contain 

exactly two of the best three? 

Solution: The simple events in this 

experiment consist of all possible 

combinations of three manufacturers, 

chosen from a group of five. Of these 

five, three have been designated as 

“best” and two as “not best.” You can 

think of a candy dish containing three 

red and two yellow candies, from which you will select three, as illustrated in 

Figure 4.7. The total number of simple events N can be counted as the number 

of ways to choose three of the five manufacturers, or 

  
  

  

     
 
( )( )

 
     

 

Since the manufacturers are selected at random, any of these 10 simple events 

will be equally likely, with probability 1/10. But how many of these simple 

events result in the event 

A: Exactly two of the “best” three 

You can count   , the number of events in A, in two steps because event A will 

occur when you select two of the “best” three and one of the two “not best.” 

There are   
    ways to accomplish the first stage and   

    ways to 
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accomplish the second stage. Applying the mn Rule, we find there are    

  
    

    of the 10 simple events in event A and P(A) = 
  

 
 

 

  
  

 

3.4. Event Relations and Probability Rules 

Sometimes the event of interest can be formed as a combination of several other 

events. Let A and B be two events defined on the sample space S. Here are three 

important relationships between events. 

Definition: The union of events A and B, denoted by A  B, is the event that either A 

or B or both occur.  

Definition: The intersection of events A and B, denoted by A  B, is the event that 

both A and B occur. 

Definition The complement of an event A, denoted by   , is the event that A 

does not occur. 

 

Example: Rolling a die 

Sample space = {E1, E2, E3, E4, E5, E6} 

A = observe a number less than 3, A = {E1, E2};  

B = observe an even number, B = {E2, E4, E6}. 

AB = {E1, E2, E4, E6}; AB = {E2} 

Mutually Exclusive Events: Two events, A and B, are mutually exclusive if they 

cannot occur at the same time. 

Example 3.12: Decide if the two events are mutually exclusive.  

Event A: Roll a number less than 3 on a die.      

Event B: Roll a 4 on a die. 

Solution: These events cannot happen at the same time, so the events are mutually 

exclusive. 

Example 3.13: Decide if the two events are mutually 

exclusive. 

Event A: Select a Jack from a deck of cards.      

Event B: Select a Heart from a deck of cards. 

Solution: Because the card can be a Jack and a heart at the same time, the events are 

not mutually exclusive. 
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The concept of unions and intersections can be extended to more than two 

events. For example, the union of three events A, B, and C, which is written as 

     , is the set of simple events that are in A or B or C or in any 

combination of those events. Similarly, the intersection of three events A, B, and 

C, which is written as      , is the collection of simple events that are 

common to the three events A, B, and C. 

Calculating Probabilities for Unions and Complements 
When we can write the event of interest in the form of a union, a complement, or 

an intersection, there are special probability rules that can simplify our 

calculations. The first rule deals with unions of events. 

THE ADDITION RULE 

Given two events, A and B, the probability of their union, A B, is equal to 

 (   )   ( )   ( )   (   )  
Notice in the Venn diagram in Figure 4.11 that the sum P(A) + P(B) double 

counts the simple events that are common to both A and B. Subtracting P(A   B) 

gives the correct result. 

  

               Figure 4.11                               Figure 4.12 

When two events A and B are mutually exclusive or disjoint, it means that 

when A occurs, B cannot, and vice versa. This means that the probability that 

they both occur, P(A   B), must be zero. Figure 4.12 is a Venn diagram 

representation of two such events with no simple events in common. 

When two events A and B are mutually exclusive, then P(A   B) = 0 and the 

Addition Rule simplifies to 

P(A   B) = P(A) + P(B) 

The second rule deals with complements of events. You can see from the Venn 

diagram in Figure 4.10 that A and Ac are mutually exclusive and that A     = S, 

the entire sample space. It follows that 

P(A) + P(  ) = 1 and P(  ) = 1 - P(A). 

 

RULE FOR COMPLEMENTS 

P(  ) = 1 - P(A) 

Example 3.14: An oil-prospecting firm plans to drill two exploratory wells. Past 

evidence is used to assess the possible outcomes listed in Table 4.4. 
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Find P(A   B) and P(B   C). 

Solution: By their definition, events A, B, and C are jointly mutually exclusive 

because the occurrence of one event precludes the occurrence of either of the 

other two. Therefore, 

P(A   B) = P(A) + P(B) = .80 + .18 = .98 

and 

P(B   C) = P(B) + P(C) = .18 + .02 = .20 

The event A   B can be described as the event that at most one well produces oil 

or gas, and B   C describes the event that at least one well produces gas or oil. 

 

Example 3.15:  In a telephone survey of 1000 adults, respondents were asked 

about the expense of a college education and the relative necessity of some form 

of financial assistance. The respondents were classified according to whether 

they currently had a child in college and whether they thought the loan burden 

for most college students is too high, the right amount, or too little. The 

proportions responding in each category are shown in the probability table in 

Table 4.5. Suppose one respondent is chosen at random from this group. 

 
1. What is the probability that the respondent has a child in college? 

2. What is the probability that the respondent does not have a child in college? 

3. What is the probability that the respondent has a child in college or thinks that 

the loan burden is too high? 

Solution Table 4.5 gives the probabilities for the six simple events in the cells of 

the table. For example, the entry in the top left corner of the table is the 

probability that a respondent has a child in college and thinks the loan burden is 

too high (A   D). 

1. The event that a respondent has a child in college will occur regardless of his 

or her response to the question about loan burden. That is, event D consists of 

the simple events in the first row: 

P(D) = .35 + .08 + .01 = .44 

In general, the probabilities of marginal events such as D and A are found by 

summing the probabilities in the appropriate row or column. 

2. The event that the respondent does not have a child in college is the 

complement of the event D denoted by   . The probability of    is found as 
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P(   ) = 1 - P(D) 

Using the result of part 1, we have 

P(  ) = 1 - .44 = .56 

3. The event of interest is P(A   D). Using the Addition Rule 

P(A   D) = P(A) + P(D) - P(A   D) =  .60 + .44 - .35 = .69. 

 

INDEPENDENCE, CONDITIONAL PROBABILITY, AND THE 

MULTIPLICATION RULE 

There is a probability rule that can be used to calculate the probability of the 

intersection of several events. However, this rule depends on the important 

statistical concept of independent or dependent events. 

 

Definition Two events, A and B, are said to be independent if and only if the 

probability of event B is not influenced or changed by the occurrence of event A, 

or vice versa. 

Example 3.16: Colorblindness Suppose a researcher notes a person’s gender 

and whether or not the person is colorblind to red and green. Does the 

probability that a person is colorblind change depending on whether the person 

is male or not? Define two events: 

A: Person is a male 

B: Person is colorblind 

In this case, since colorblindness is a male sex-linked characteristic, the 

probability that a man is colorblind will be greater than the probability that a 

person chosen from the general population will be colorblind. The probability of 

event B, that a person is colorblind, depends on whether or not event A, that the 

person is a male, has occurred. 

We say that A and B are dependent events. 

Example 3.17: Tossing Dice On the other hand, consider tossing a single die 

two times, anddefine two events: 

A: Observe a 2 on the first toss 

B: Observe a 2 on the second toss 

If the die is fair, the probability of event A is P(A) = 1/6. Consider the 

probability of event B. Regardless of whether event A has or has not occurred, 

the probability of observing a 2 on the second toss is still 1/6. We could write: 

P(B given that A occurred) = 1/6 

P(B given that A did not occur) = 1/6 

Since the probability of event B is not changed by the occurrence of event A, we 

say that A and B are independent events. 

The probability of an event A, given that the event B has occurred, is called the 

conditional probability of A, given that B has occurred, denoted by P(A|B). 

The vertical bar is read “given” and the events appearing to the right of the bar 

are those that you know have occurred. We will use these probabilities to 

calculate the probability that both A and B occur when the experiment is 

performed. 
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THE GENERAL MULTIPLICATION RULE 

The probability that both A and B occur when the experiment is performed is 

P(A   B) = P(A)P(B|A) 

or 

P(A   B) = P(B)P(A|B) 

Example 3.18: In a color preference experiment, eight toys are placed in a 

container. The toys 

are identical except for color—two are red, and six are green. A child is asked to 

choose two toys at random. What is the probability that the child chooses the 

two red toys? 

Solution You can visualize the experiment using a tree diagram as shown in 

Figure 4.13. Define the following events: 

R: Red toy is chosen 

G: Green toy is chosen 

 
 

The event A (both toys are red) can be constructed as the intersection of two 

events: 

A = (R on first choice)   (R on second choice) 

Since there are only two red toys in the container, the probability of choosing 

red on the first choise is 2/8. However, once this red toy has been chosen, the 

probability of red on the second choice is dependent on the outcome of the first 

choice (see Figure 4.13). If the first choice was red, the probability of choosing a 

second red toy is only 1/7 because there is only one red toy among the seven 

remaining. If the first choice was green, the probability of choosing red on the 

second choice is 2/7 because there are two red toys among the seven remaining. 

Using this information and the Multiplication Rule, you can find the probability 

of event A. 

P(A) = P(R on first choice   R on second choice) 

        = P(R on first choice) P(R on second choice | R on first) 

        = 
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Sometimes you may need to use the Multiplication Rule in a slightly different 

form, so that you can calculate the conditional probability, P(A|B). Just 

rearrange the terms in the Multiplication Rule. 

CONDITIONAL PROBABILITIES 

The conditional probability of event A, given that event B has occurred is 

 ( | )  
 (   )

 ( )
  ( )     

The conditional probability of event B, given that event A has occurred is 

 ( | )  
 (   )

 ( )
  ( )     

Example 3.19: Colorblindness, continued Suppose that in the general 

population, there are 51% men and 49% women, and that the proportions of 

colorblind men and women are shown in the probability table below: 

 
If a person is drawn at random from this population and is found to be a man 

(event B), what is the probability that the man is colorblind (event A)? If we 

know that the event B has occurred, we must restrict our focus to only the 51% 

of the population that is male. The probability of being colorblind, given that the 

person is male, is 4% of the 51%, or 

 ( | )  
 (   )

 ( )
 
   

   
       

What is the probability of being colorblind, given that the person is female? 

Now we are restricted to only the 49% of the population that is female, and 

 ( |  )  
 (    )

 (  )
 
    

   
       

Notice that the probability of event A changed, depending on whether event B 

occured. 

This indicates that these two events are dependent. 

When two events are independent—that is, if the probability of event B is the 

same, whether or not event A has occurred, then event A does not affect event B 

and P(B|A)= P(B).  

The Multiplication Rule can now be simplified. 

 

THE MULTIPLICATION RULE FOR INDEPENDENT 

EVENTS 

If two events A and B are independent, the probability that both A and B occur 

is 

    )   ( )  ( )  
Similarly, if A, B, and C are mutually independent events (all pairs of events are 

independent), then the probability that A, B, and C all occur is 
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 (     )   ( ) ( ) ( )  
Example 3.20: Coin Tosses at Football Games A football team is involved in 

two overtime periods during a given game, so that there are three coins tosses. If 

the coin is fair, what is the probability that they lose all three tosses? 

Solution If the coin is fair, the event can be described in three steps: 

A: lose the first toss 

B: lose the second toss 

C: lose the third toss 

Since the tosses are independent, and since P(win) = P(lose) = .5 for any of the 

three tosses, 

 (     )   ( ) ( ) ( ) = (.5)(.5)(.5) = .125 

How can you check to see if two events are independent or dependent? The 

easiest solution is to redefine the concept of independence in a more formal 

way. 

 

CHECKING FOR INDEPENDENCE 

Two events A and B are said to be independent if and only if either 

                        P(A   B) = P(A)P(B) or      P(B|A) = P(B) 

Otherwise, the events are said to be dependent. 

 

Example 3.21: Toss two coins and observe the outcome. Define these events: 

A: Head on the first coin 

B: Tail on the second coin 

Are events A and B independent? 

Solution: From previous examples, you know that S = {HH, HT, TH, TT}. Use 

these four simple events to find 

 ( )  
 

 
  ( )  

 

 
      (   )  

 

 
  

 

Since  ( )  ( )  (
 

 
) (

 

 
)  

 

 
 and  (   )  

 

 
  we have  

P(A) P(B) = P(A   B) 

and the two events must be independent. 
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Chapter 4 

Discrete Probability Distributions 
 

Examples of discrete random variables can be found in a variety of 

everyday situations and across most academic disciplines. However, there are 

three discrete probability distributions that serve as models for a large number of 

these applications. In this chapter we study the binomial, the Poisson, and the 

hyper-geometric probability distributions and discuss their usefulness in 

different physical situations. 

4.1. The Binomial Probability Distribution 

A coin-tossing experiment is a simple example of an important discrete random 

variable called the binomial random variable. Many practical experiments 

result in data similar to the head or tail outcomes of the coin toss. For example, 

consider the political polls used to predict voter preferences in elections. Each 

sampled voter can be compared to a coin because the voter may be in favor of 

our candidate— a “head”—or not—a “tail.” In most cases, the proportion of 

voters who favor our candidate does not equal 1/2; that is, the coin is not fair. In 

fact, the proportion of voters who favor our candidate is exactly what the poll is 

designed to measure! 

Here are some other situations that are similar to the coin-tossing experiment: 

• A sociologist is interested in the proportion of elementary school teachers who 

are men. 

• A soft-drink marketer is interested in the proportion of cola drinkers who 

prefer her brand. 

• A geneticist is interested in the proportion of the population who possess a 

gene linked to Alzheimer’s disease. 

Each sampled person is analogous to tossing a coin, but the probability of 

a “head” is not necessarily equal to 1/2. Although these situations have different 

practical objectives, they all exhibit the common characteristics of the binomial 

experiment. 

Definition 4.1. A binomial experiment is one that has these five 

characteristics: 

1. The experiment consists of n identical trials. 

2. Each trial results in one of two outcomes. For lack of a better name, the one 

outcome is called a success, S, and the other a failure, F. 

3. The probability of success on a single trial is equal to p and remains the same 

from trial to trial. The probability of failure is equal to (1 - p) = q. 

4. The trials are independent. 

5. We are interested in x, the number of successes observed during the n trials, 

for x = 0, 1, 2, . . . , n. 

Example 4.1. Suppose there are approximately 1,000,000 adults in a county and 

an unknown proportion p favor term limits for politicians. A sample of 1000 

adults will be chosen in such a way that every one of the 1,000,000 adults has an 
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equal chance of being selected, and each adult is asked whether he or she favors 

term limits. Is this a binomial experiment? 

Solution Does the experiment have the five binomial characteristics? 

1. A “trial” is the choice of a single adult from the 1,000,000 adults in the 

county. This sample consists of n = 1000 identical trials. 

2. Since each adult will either favor or not favor term limits, there are two 

outcomes that represent the “successes” and “failures” in the binomial 

experiment.† 

3. The probability of success, p, is the probability that an adult favors term 

limits. 

Does this probability remain the same for each adult in the sample? For all 

practical purposes, the answer is yes. For example, if 500,000 adults in the 

population favor term limits, then the probability of a “success” when the first 

adult is chosen is 500,000/1,000,000 _ 1/2. When the second adult is chosen, the 

probability p changes slightly, depending on the first choice. That is, there will 

be either 499,999 or 500,000 successes left among the 999,999 adults. In either 

case, p is still approximately equal to 1/2. 

4. The independence of the trials is guaranteed because of the large group of 

adults from which the sample is chosen. The probability of an adult favoring 

term limits does not change depending on the responses of previously chosen 

people. 

5. The random variable x is the number of adults in the sample who favor term 

limits. 

Because the survey satisfies the five characteristics reasonably well, for all 

practical purposes it can be viewed as a binomial experiment. 

Example 4.2. A patient fills a prescription for a 10-day regimen of 2 pills daily. 

Unknown to the pharmacist and the patient, the 20 tablets consist of 18 pills of 

the prescribed medication and 2 pills that are the generic equivalent of the 

prescribed medication. The patient selects two pills at random for the first day’s 

dosage. If we check the selection and record the number of pills that are generic, 

is this a binomial experiment? 

Solution Again, check the sampling procedure for the characteristics of a 

binomial experiment. 

1. A “trial” is the selection of a pill from the 20 in the prescription. This 

experiment consists of n = 2 trials. 

2. Each trial results in one of two outcomes. Either the pill is generic (call this a 

“success”) or not (a “failure”). 

3. Since the pills in a prescription bottle can be considered randomly “mixed,” 

the unconditional probability of drawing a generic pill on a given trial would 

be 2/20. 

4. The condition of independence between trials is not satisfied, because the 

probability of drawing a generic pill on the second trial is dependent on the 

first trial. For example, if the first pill drawn is generic, then there is only 1 

generic pill in the remaining 19. Therefore,  
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P(generic on trial 2|generic on trial 1) = 1/19 

If the first selection does not result in a generic pill, then there are still 2 generic 

pills in the remaining 19, and the probability of a “success” (a generic pill) 

changes to 

P(generic on trial 2|no generic on trial 1) = 2/19 

Therefore the trials are dependent and the sampling does not represent a 

binomial experiment. 

RULE OF THUMB 

If the sample size is large relative to the population size—in particular, if n/N = 

.05—then the resulting experiment is not binomial. 

THE BINOMIAL PROBABILITY DISTRIBUTION 

A binomial experiment consists of n identical trials with probability of success p 

on each trial. The probability of k successes in n trials is 

 (   )    
        

  

  (   ) 
        

for values of k = 0, 1, 2, . . . , n. The symbol   
  equals 

  

  (   ) 
 where 

n!=n(n-1)(n-2)…2.1 and 0! = 1. 

MEAN AND STANDARD DEVIATION 

FOR THE BINOMIAL RANDOM VARIABLE 

The random variable x, the number of successes in n trials, has a probability 

distribution with this center and spread: 

Mean:    np 

Variance:   = npq 

Standard deviation:    √   . 

Exampe 4.3. Over a long period of time, it has been observed that a professional 

basketball player can make a free throw on a given trial with probability equal to 

0.8. Suppose he shoots four free throws. 

1. What is the probability that he will make exactly two free throws? 

2. What is the probability that he will make at least one free throw? 

Solution A “trial” is a single free throw, and you can define a “success” as a 

basket and a “failure” as a miss, so that n = 4 and p =0.8. If you assume that the 

player’s chance of making the free throw does not change from shot to shot, 

then the number x of times that he makes the free throw is a binomial random 

variable. 

1.   (   )    
 (   ) (   )  

  

    
(   ) (   )          

The probability is 0.1536 that he will make exactly two free throws. 

2.     P(at least one)  

     = (   )     (   )      
 (   ) (   )          =0.9984. 

The probability is 0.9984 that he will make at least one free throw. 

4.2. The Poisson probability Distribution 

Another discrete random variable that has numerous practical applications is the 

Poisson random variable. Its probability distribution provides a good model 
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for data that represent the number of occurrences of a specified event in a given 

unit of time or space. Here are some examples of experiments for which the 

random variable x can be modeled by the Poisson random variable: 

• The number of calls received by a switchboard during a given period of time 

• The number of bacteria per small volume of fluid 

• The number of customer arrivals at a checkout counter during a given minute 

• The number of machine breakdowns during a given day 

• The number of traffic accidents at a given intersection during a given time 

period 

In each example, x represents the number of events that occur in a period of 

time or space during which an average of m such events can be expected to 

occur. The only assumptions needed when one uses the Poisson distribution to 

model experiments such as these are that the counts or events occur randomly 

and independently of one another. The formula for the Poisson probability 

distribution, as well as its mean and variance, are given next. 

THE POISSON PROBABILITY DISTRIBUTION 

Let m be the average number of times that an event occurs in a certain period of 

time or space. The probability of k occurrences of this event is P(x = k)  
     

  
 

for values of k = 0, 1, 2, 3, . . . . The mean and standard deviation of the Poisson 

random variable x are 

Mean:   

Standard deviation:   √ .  
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Example 4.4. The average number of traffic accidents on a certain section of 

highway is two per week. Assume that the number of accidents follows a 

Poisson distribution with    . 

1. Find the probability of no accidents on this section of highway during a 1-

week period. 

2. Find the probability of at most three accidents on this section of highway 

during a 2-week period. 

Solution 

1. The average number of accidents per week is    . Therefore, the 

probability of no accidents on this section of highway during a given week is 

 (   )   ( )  
     

  
  0.135335. 

2. During a 2-week period, the average number of accidents on this section of 

highway is 2(2) = 4. The probability of at most three accidents during a 2-week 

period is  

P(x   3) = p(0) + p(1) + p(2) + p(3) 

where 

 ( )  
     

  
                           ( )  

     

  
          

             ( )  
     

  
                             ( )  

     

  
          

Therefore, 

P(x   3) = 0.018316 + 0.073263 + 0.146525 + 0.195367 = 0.433471. 
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Supplementary Exercises for Chapter 3, 4 
 

4.1 Tossing a Die An experiment involves tossing a single die. These are some events:  

A: Observe a 2 

B: Observe an even number 

C: Observe a number greater than 2 

D: Observe both A and B 

E: Observe A or B or both 

F: Observe both A and C 

a. List the simple events in the sample space. 

b. List the simple events in each of the events A through F. 

c. What probabilities should you assign to the simple events? 

d. Calculate the probabilities of the six events A through F by adding the appropriate simple-

event probabilities. 

4.2 A sample space S consists of five simple events with these probabilities: 

P(E1) = P(E2) = .15;  P(E3) = .4; P(E4) = 2P(E5) 

a. Find the probabilities for simple events E4 and E5. 

b. Find the probabilities for these two events: 

A = {E1, E3, E4} 

B = {E2, E3} 

c. List the simple events that are either in event A or event B or both. 

d. List the simple events that are in both event A and event B. 

4.13 Tea Tasters A food company plans to conduct an experiment to compare its brand of tea 

with that of two competitors. A single person is hired to taste and rank each of three brands of 

tea, which are unmarked except for identifying symbols A, B, and C. 

a. Define the experiment. 

b. List the simple events in S. 

c. If the taster has no ability to distinguish a difference in taste among teas, what is the 

probability that the taster will rank tea type A as the most desirable? As the least desirable? 

(4.18). You have three groups of distinctly different items, four in the first group, seven in the 

second, and three in the third. If you select one item from each group, how many different 

triplets can you form? 

(4.21).  In how many ways can you select five  people from a group of eight if the order of 

selection is important? 

(4.22).  In how many ways can you select two  people from a group of 20 if the order of 

selection is not important? 

4.42 An experiment can result in one of five equally likely simple events, E1, E2, . . . , E5. 

Events A, B, and C are defined as follows: 

A: E1, E3                             P(A) = .4 
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B: E1, E2, E4, E5               P(B) = .8 

C: E3, E4                            P(C) = .4 

Find the probabilities associated with these compound events by listing the simple events in 

each. 

a.            b.                  c.         d.                  e. B|C               f. A|B 

g.                        

4.43 Refer to Exercise 4.42. Use the definition of a complementary event to find these 

probabilities P(  )? Do the results agree with those obtained in Exercise 

4.42? 

4.44 Refer to Exercise 4.42. Use the definition of conditional probability to find these 

probabilities: a. P(A|B)              b. P(B|C).  

Do the results agree with those obtained in Exercise 4.42? 

4.45 Refer to Exercise 4.42. Use the Addition and Multiplication Rules to find these 

probabilities: 

a. P(   ) b. P(   ) c. P(   ). 

Do the results agree with those obtained in Exercise 4.42?  

4.46 Refer to Exercise 4.42. 

a. Are events A and B independent? 

b. Are events A and B mutually exclusive? 

(4.52). An experiment can result in one or both of events A and B with the probabilities 

shown in this probability table: 

 A A
C 

B 0.34 0.46 

B
C 

0.15 0.05 

Find the following probabilities: 

a. P(A)                                         b. P(B)                                     c. P(AB) 

d. P(AB)                                   e. P(A|B)                                 f. P(B|A)    

4.62 Smoking and Cancer A survey of people in a given region showed that 20% were 

smokers. The probability of death due to lung cancer, given that a 

person smoked, was roughly 10 times the probability of death due to lung cancer, given that a 

person did not smoke. If the probability of death due to lung cancer in the region is .006, what 

is the probability of death due to lung cancer given that a person is a smoker? 

4.63 Smoke Detectors A smoke-detector system uses two devices, A and B. If smoke is 

present, the probability that it will be detected by device A is .95; by device B, .98; and by 

both devices, .94. 

a. If smoke is present, find the probability that the smoke will be detected by device A or 

device B or both devices. 

b. Find the probability that the smoke will not be detected. 
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Chapter 5 

 The Normal Probability Distribution 
 

When a random variable x is discrete, you can assign a positive 

probability to each value that x can take and get the probability distribution for 

x. The sum of all the probabilities associated with the different values of x is 1. 

However, not all experiments result in random variables that are discrete. 

Continuous random variables, such as heights and weights, length of life of a 

particular product, or experimental laboratory error, can assume the infinitely 

many values corresponding to points on a line interval. If you try to assign a 

positive probability to each of these uncountable values, the probabilities will no 

longer sum to 1, as with discrete random variables. Therefore, you must use a 

different approach to generate the probability distribution for a continuous 

random variable. Suppose you have a set of measurements on a continuous 

random variable, and you create a relative frequency histogram to describe their 

distribution. For a small number of measurements, you could use a small 

number of classes; then as more and more measurements are collected, you can 

use more classes and reduce the class width. The outline of the histogram will 

change slightly, for the most part becoming less and less irregular, as shown in 

Figure 6.1. As the number of measurements becomes very large and the class 

widths become very narrow, the relative frequency histogram appears more and 

more like the smooth curve shown in Figure 6.1(d). This smooth curve describes 

the probability distribution of the continuous random variable. 

 

How can you create a model for this probability distribution? A 

continuous random variable can take on any of an infinite number of values on 
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the real line, much like the infinite number of grains of sand on a beach. The 

probability distribution is created by distributing one unit of probability along 

the line, much as you might distribute a handful of sand. The probability—

grains of sand or measurements—will pile up in certain places, and the result is 

the probability distribution shown in Figure 6.2. The depth or density of the 

probability, which varies with x, may be described by a mathematical formula f 

(x), called the probability distribution or probability density function for the 

random variable x. 

 

Several important properties of continuous probability distributions 

parallel their 

discrete counterparts. Just as the sum of discrete probabilities (or the sum of the 

relative frequencies) is equal to 1, and the probability that x falls into a certain 

interval can be found by summing the probabilities in that interval, continuous 

probability distributions have the characteristics listed next. 

 

5.1. The normal distribution and standard normal distribution 

Continuous probability distributions can assume a variety of shapes. However, a 

large number of random variables observed in nature possess a frequency 

distribution that is approximately mound-shaped or, as the statistician would 

say, is approximately a normal probability distribution. The formula that 

generates this distribution is shown next. 

Definition 5.1. The normal probability distribution  

 ( )  
 

 √   
  

(   ) 

     ,         

The symbols e and   are mathematical constants given approximately by 2.7183 

and 3.1416, respectively;    and       are parameters that represent the 

population mean and standard deviation, respectively. 
 

The graph of a normal probability distribution with mean   and standard 

deviation   is shown in Figure 6.5. The mean   locates the center of the 

distribution, and the distribution is symmetric about its mean  . Since the total 

area under the normal probability distribution is equal to 1, the symmetry 

implies that the area to the right of   is .5 and the area to the left of   is also .5. 

The shape of the distribution is determined by  , the population standard 
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deviation. As you can see in Figure 6.6, large values of   reduce the height of 

the curve and increase the spread; small values of   increase the height of the 

curve and reduce the spread. Figure 6.6 shows three normal probability 

distributions with different means and standard deviations. Notice the 

differences in shape and location. 

 

 
To find the probability that a normal random variable x lies in the interval from 

a to b, we need to find the area under the normal curve between the points a and 

b (see Figure 6.2). However (see Figure 6.6), there are an infinitely large 

number of normal distributions—one for each different mean and standard 

deviation. A separate table of areas for each of these curves is obviously 

impractical. Instead, we use a standardization procedure that allows us to use the 

same table for all normal distributions.  

The Standard Normal Random Variable 

A normal random variable x is standardized by expressing its value as the 

number of standard deviations ( ) it lies to the left or right of its mean  . This is 

really just a change in the units of measure that we use, as if we were measuring 

in inches rather than in feet! The standardized normal random variable, z, is 

defined as   
   

 
 or equivalently        .  

From the formula for z, we can draw these conclusions: 

• When x is less than the mean  , the value of z is negative. 

• When x is greater than the mean  , the value of z is positive. 

• When x =  , the value of z = 0. 
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5.2. Normal distribution: Finding probabilities 

The probability distribution for z, shown in Figure 6.8, is called the 

standardized normal distribution because its mean is 0 and its standard 

deviation is 1. Values of z on the left side of the curve are negative, while values 

on the right side are positive. The area under the standard normal curve to the 

left of a specified value of z—say,   —is the probability P(      ). This 

cumulative area is recorded in Table 3 of Appendix I and is shown as the 

shaded area in Figure 6.8. An abbreviated version of Table 3 is given in Table 

6.1. Notice that the table contains both positive and negative values of z. The 

left-hand column of the table gives the value of z correct to the tenth place; the 

second decimal place for z, corresponding to hundredths, is given across the top 

row. 
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Example 5.1. Find P(z   1.63). This probability corresponds to the area to the 

left of a point z = 1.63 standard deviations to the right of the mean. 

 
 Solution The area is shaded in Figure 6.9. Since Table 3 in Appendix I gives 

areas under the normal curve to the left of a specified value of z, you simply 

need to find the tabled value for z = 1.63. Proceed down the left-hand column of 

the table to z = 1.6 and across the top of the table to the column marked .03. The 

intersection of this row and column combination gives the area 0.9484, which is 

P(z   1.63). 

Example 5.2.  Find P(z   0.5). This probability corresponds to the area to the 

right of a point z = 0.5 standard deviation to the left of the mean (see Figure 

6.10). 

 
Solution The area given in Table 3 is the area to the left of a specified value of 

z. Indexing z = 0.5 in Table 3, we can find the area    to the left of 0.5 to be 

0.3085. Since the area under the curve is 1, we find 

P(z   0.5) = 1 -    = 1 - 0.3085 = 0.6915. 

Example 5.3. Find P(0.5      1.0). This probability is the area between z 

=0.5 and z = 1.0, as shown in Figure 6.11. 

 
Solution The area required is the shaded area    in Figure 6.11. From Table 3 in 

Appendix I, you can find the area to the left of z = 0.5 (  = 0.3085) and the area 

to the left of z = 1.0 (       0.8413). To find the area marked   , we 

subtract the two entries: 

   (     )     =0.8413 + 0.3085 - 0.5328. 

That is, P(       ) = 0.5328.   
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Example 5.4. The average on a statistics test was 78 with a standard deviation 

of 8.  If the test scores are normally distributed, find the probability that a 

student receives a test score less than 90. 

 
The probability that a student receives a test score less than 90 is 0.9332. 

Example 5.5. The average on a statistics test was 78 with a standard deviation 

of 8.  If the test scores are normally distributed, find the probability that a 

student receives a test score greater than than 85. 

 
P(x > 85) = P(z > 0.88) = 1  P(z < 0.88) = 1  0.8106 = 0.1894 

The probability that a student receives a test score greater than 85 is 0.1894. 

 

 5.3. Normal distribution: Finding values 

Example 5.6. Find the value of z—say   —such that 0.95 of the area is within 

   standard deviations of the mean. 

Solution The shaded area in Figure 6.12 is the area within    standard 

deviations of the mean, which needs to be equal to 0.95. The “tail areas” under 

the curve are not shaded, and have a combined area of 1 - 0.95 = 0.05. Because 

of the symmetry of the normal curve, these two tail areas have the same area, so 

that A1 = 0.05/2 = 0.025 in Figure 6.12. Thus, the entire cumulative area to the 

left of    to equal A1 + A2 = 0.95+ 0.025 = 0.9750. This area is found in the 

interior of Table 3 in Appendix I in the row corresponding to z _ 1.9 and the .06 

column. Hence,    = 1.96. Note that this result is very close to the approximate 

value, z = 2, used in the Empirical Rule. 
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Example 5.7. Find the z-score that corresponds to a cumulative area of 0.9973. 

Table 3: Standard Normal Table

 

Example 5.8. The monthly electric bills in a city are normally distributed with a 

mean of $120 and a standard deviation of $16.  Find the x-value corresponding 

to a z-score of 1.60. 

                 (  )        

We can conclude that an electric bill of $145.60 is 1.6 standard deviations above 

the mean. 

5.4. The sampling distribution and central limit theorem  

A sampling distribution is the probability distribution of a sample statistic that 

is formed when samples of size n are repeatedly taken from a population.  
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If the sample statistic is the sample mean, then the distribution is the sampling 

distribution of sample means. 

 

The sampling distribution consists of the values of the sample means, 

 ̅   ̅   ̅   ̅   ̅   ̅ . 

Properties of Sampling Distributions of Sample Means 

1. The mean of the sample means,     ̅    is equal to the population mean.  

  ̅    

2. The standard deviation of the sample means,    ̅ is equal to the population 

standard deviation,      divided by the square root of n.   

  ̅  
 

√ 
 

      The standard deviation of the sampling distribution of the sample means is 

called the standard error of the mean (SEM=   ̅ ). 

The central limit theorem 

If a sample of size n  30 is taken from a population with any type of 

distribution that has a mean =  and standard deviation = ,  the sample means 

will have a normal distribution. 

If the population itself is normally distributed, with mean =  and standard 

deviation =  the sample means will have a  normal distribution for any sample 

size n. 

In either case, the sampling distribution of sample means has a mean equal to 

the population mean. The sampling distribution of sample means has a standard 

deviation equal to the population standard deviation divided by the square root 

of n.  

Example: 

The heights of fully grown magnolia bushes have a mean height of 8 feet and a 

standard deviation of 0.7 feet.  38 bushes are randomly selected from the 

population, and the mean of each sample is determined.  Find the mean and 

standard error of the mean of the sampling distribution. 
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The mean of the sampling distribution is 8 feet, and the standard error of the 

sampling distribution is 0.11 feet. 

From the Central Limit Theorem, because the sample size n >30, the sampling 

distribution can be approximated by the normal distribution. 
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Supplementary Exercises for Chapter 5 
 (6.5). Find the following probabilities for the standard normal random variable z: 

a. P(-1.43 < z < 0.68)                                         b. P(0.58 < z < 1.74) 

c. P(-1.55 < z < -0.44)                                        d. P( z > 1.34) 

e. P( z < -4.32) 

6.6 Find these probabilities for the standard normal random variable z: 

a. P(z < 2.33) b. P(z < 1.645) 

c. P(z > 1.96) d. P(-2.58 < z < 2.58) 

6.7 a. Find a    such that P(    ) = .025. 

b. Find a    such that P(    ) = .9251. 

6.8 Find a    such that  (        )= .8262. 

6.9 a. Find a    that has area .9505 to its left. 

b. Find a    that has area .05 to its left. 

6.10 a. Find a    such that  (        )   .90. 

b. Find a    such that  (        )  .99. 

6.18 Hamburger Meat The meat department at a local supermarket specifically prepares its 

“1-pound” packages of ground beef so that there will be a variety 

of weights, some slightly more and some slightly less than 1 pound. Suppose that the weights 

of these “1- pound” packages are normally distributed with a mean of 1.00 pound and a 

standard deviation of .15 pound. 

a. What proportion of the packages will weigh more than 1 pound? 

b. What proportion of the packages will weigh between .95 and 1.05 pounds? 

c. What is the probability that a randomly selected package of ground beef will weigh less 

than .80 pound? 

6.20 Christmas Trees The diameters of Douglas firs grown at a Christmas tree  farm are 

normally distributed with a mean of 4 inches and a standard deviation 

of 1.5 inches. 

a. What proportion of the trees will have diameters between 3 and 5 inches? 

b. What proportion of the trees will have diameters less than 3 inches? 
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c. Your Christmas tree stand will expand to a diameter of 6 inches. What proportion of the 

trees will not fit in your Christmas tree stand? 

 

6.23 Elevator Capacities Suppose that you must establish regulations concerning the 

maximum number of people who can occupy an elevator. A study of elevator occupancies 

indicates that if eight people occupy the elevator, the probability distribution of the total 

weight of the eight people has a mean equal to 1200 pounds and a standard deviation of 99 

pounds. What is the probability that the total weight of eight people exceeds 1300 pounds? 

1500 pounds? (Assume that the probability distribution is approximately normal.) 

6.25 Sunflowers An experimenter publishing in the Annals of Botany investigated whether 

the stem diameters of the dicot sunflower would change depending on whether the plant was 

left to sway freely in the wind or was artificially supported.2 Suppose that the unsupported 

stem diameters at the base of a particular species of sunflower plant have a normal 

distribution with an average diameter of 35 millimeters (mm) and a standard deviation of 3 

mm. 

a. What is the probability that a sunflower plant will have a basal diameter of more than 40 

mm? 

b. If two sunflower plants are randomly selected, what is the probability that both plants will 

have a basal diameter of more than 40 mm? 

c. Within what limits would you expect the basal diameters to lie, with probability .95? 

d. What diameter represents the 90th percentile of the distribution of diameters? 
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Chapter 6 

 Confidence Interval 
 

To estimate the value of a population parameter, you can use information from 

the sample in the form of an estimator. Estimators are calculated using 

information from the sample observations, and hence, by definition they are also 

statistics. 

Definition An estimator is a rule, usually expressed as a formula, that tells us 

how to calculate an estimate based on information in the sample. 

Estimators are used in two different ways: 

• Point estimation: Based on sample data, a single number is calculated to 

estimate the population parameter. The rule or formula that describes this 

calculation is called the point estimator, and the resulting number is called a 

point estimate. 

• Interval estimation: Based on sample data, two numbers are calculated to 

form an interval within which the parameter is expected to lie. The rule or 

formula that describes this calculation is called the interval estimator, and the 

resulting  

Example 6.1. A veterinarian wants to estimate the average weight gain per 

month of 4-month-old golden retriever pups that have been placed on a lamb 

and rice diet. The population consists of the weight gains per month of all 4-

month-old golden retriever pups that are given this particular diet. The 

veterinarian wants to estimate the unknown parameter  , the average monthly 

weight gain for this hypothetical population. One possible estimator based on 

sample data is the sample mean,  ̅  ∑    . It could be used in the form of a 

single number or point estimate—for instance, 3.8 pounds—or you could use an 

interval estimate and estimate that the average weight gain will be between 2.7 

and 4.9 pounds. 

 

Both point and interval estimation procedures use information provided by the 

sampling distribution of the specific estimator you have chosen to use. We will 

begin by discussing point estimation and its use in estimating population means 

and proportions. 

POINT ESTIMATION 

In a practical situation, there may be several statistics that could be used as point 

estimators for a population parameter. To decide which of several choices is 

best, you need to know how the estimator behaves in repeated sampling, 

described by its sampling distribution. 

POINT ESTIMATION OF A POPULATION PARAMETER 

• Point estimator: a statistic calculated using sample measurements 

• 95% Margin of error: 1.96 x Standard error of the estimator 
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INTERVAL ESTIMATION 

An interval estimator is a rule for calculating two numbers—say, a and b—to 

create an interval that you are fairly certain contains the parameter of interest. 

The concept of “fairly certain” means “with high probability.” We measure this 

probability using the confidence coefficient, designated by 1 - a. 

Definition The probability that a confidence interval will contain the estimated 

parameter is called the confidence coefficient. 

For example, experimenters often construct 95% confidence intervals. This 

means that the confidence coefficient, or the probability that the interval will 

contain the estimated parameter, is .95. You can increase or decrease your 

amount of certainty by changing the confidence coefficient. Some values 

typically used by experimenters are .90, .95, .98, and .99. 

Consider an analogy—this time, throwing a lariat at a fence post. The fence post 

represents the parameter that you wish to estimate, and the loop formed by the 

lariat represents the confidence interval. Each time you throw your lariat, you 

hope to rope the fence post; however, sometimes your lariat misses. In the same 

way, each time you draw a sample and construct a confidence interval for a 

parameter, you hope to include the parameter in your interval, but, just like the 

lariat, sometimes you miss. 

Your “success rate”—the proportion of intervals that “rope the post” in repeated 

sampling—is the confidence coefficient. 

Constructing a Confidence Interval 

When the sampling distribution of a point estimator is approximately normal, an 

interval estimator or confidence interval can be constructed using the following 

reasoning. For simplicity, assume that the confidence coefficient is .95 and refer 

to Figure 8.6. 

 
• We know that, of all possible values of the estimator that we might select, 

95% of them will be in the interval 

                                 Parameter   1.96 SE 

shown in Figure 8.6. 

• Since the value of the parameter is unknown, consider constructing the interval 

estimator   1.96 SE 
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which has the same width as the first interval, but has a variable center. 

• How often will this interval work 

The first two intervals work properly—the parameter (marked with a dotted 

line) is contained within both intervals. The third interval does not work, since it 

fails to enclose the parameter. This happened because the value of the estimator 

at the center of the interval was too far away from the parameter. Fortunately, 

values of the estimator only fall this far away 5% of the time—our procedure 

will work properly 95% of the time! 

You may want to change the confidence coefficient from (1 -  ) = 0.95 to 

another confidence level (1 -  ). To accomplish this, you need to change the 

value z = 1.96, which locates an area 0.95 in the center of the standard normal 

curve, to a value of z that locates the area (1 -  ) in the center of the curve, as 

shown in Figure 8.8. Since the total area under the curve is 1, the remaining area 

in the two tails is  , and each tail contains area   /2. The value of z that has “tail 

area”   /2 to its right is called     , and the area between -      and      is the 

confidence coefficient (1 -  ). Values of      that are typically used by 

experimenters will become familiar to you as you begin to construct confidence 

intervals for different practical situations. Some of these values are given in 

Table 8.2. 

 

 

A (1 _  )100% LARGE-SAMPLE CONFIDENCE INTERVAL 

(Point estimator)         x (Standard error of the estimator) 

where     is the z-value with an area      in the right tail of a standard normal 

distribution. This formula generates two values; the lower confidence limit 

(LCL) and the upper confidence limit (UCL). 
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6.1. Large-Sample Confidence Interval for a Population Mean   

Practical problems very often lead to the estimation of m, the mean of a 

population of quantitative measurements. Here are some examples: 

• The average achievement of college students at a particular university 

• The average strength of a new type of steel 

• The average number of deaths per age category 

• The average demand for a new cosmetics product 

When the sample size n is large, the sample mean  ̅ is the best point estimator 

for the population mean  . Since its sampling distribution is approximately 

normal, it can be used to construct a confidence interval according to the general 

approach given earlier. 

A (1 -  )100% LARGE-SAMPLE CONFIDENCE INTERVAL FOR A 

POPULATION MEAN   

      
 

 √ 
 

 

where      is the z-value corresponding to an area     in the upper tail of a 

standard normal z distribution, and  

n: Sample size 

   Standard deviation of the sampled population 

If   is unknown, it can be approximated by the sample standard deviation s 

when the sample size is large (n   30) and the approximate confidence interval 

is 

      
 

 √ 
 

 

Another way to find the large-sample confidence interval for a population mean 

  is to begin with the statistic 
 ̅   

  √ 
 

which has a standard normal distribution. If you write      as the value of z with 

area     to its right, then you can write 

 (      
 ̅   
 

√ 

     )       

 

You can rewrite this inequality as 

     
 

√ 
  ̅        

 

√ 
 

 ̅      
 

√ 
    ̅       

 

√ 
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So that, 

 ( ̅      
 

√ 
    ̅       

 

√ 
)       

Both  ̅      
 

√ 
 and  ̅       

 

√ 
, the lower and upper confidence limits, are 

actually random quantities that depend on the sample mean  ̅    Therefore, in 

repeated sampling, the random interval,  ̅       
 

√ 
, will contain the population 

mean   with probability (1 -   ).  
Example 6.1. A scientist interested in monitoring chemical contaminants in 

food, and thereby the accumulation of contaminants in human diets, selected a 

random sample of n = 50 male adults. It was found that the average daily intake 

of dairy products was  ̅   756 grams per day with a standard deviation of s = 35 

grams per day. Use this sample information to construct a 95% confidence 

interval for the mean daily intake of dairy products for men. 

Solution. Since the sample size of n = 50 is large, the distribution of the sample 

mean  ̅ is approximately normally distributed with mean   and standard error 

estimated by   √ . The approximate 95% confidence interval is 

 ̅      
 

√ 
         (

  

√  
)            

Hence, the 95% confidence interval for   is from 746.30 to 765.70 grams per 

day. 

Interpreting the Confidence Interval 

What does it mean to say you are “95% confident” that the true value of the 

population mean m is within a given interval? If you were to construct 20 such 

intervals, each using different sample information, your intervals might look like 

those shown in Figure 8.9. Of the 20 intervals, you might expect that 95% of 

them, or 19 out of 20, will perform as planned and contain m within their upper 

and lower bounds.  

 
Remember that you cannot be absolutely sure that any one particular interval 

contains the mean m. You will never know whether your particular interval is 
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one of the 19 that “worked,” or whether it is the one interval that “missed.” Your 

confidence in the estimated interval follows from the fact that when repeated 

intervals are calculated, 95% of these intervals will contain  . 

 

6.2. Small-Sample Confidence Interval for a Population Mean   

The t-Distribution 
When a n< 30, and the random variable x is approximately normally distributed, 

and σ is unknown, it follow a t-distribution 

  
 ̅   

  √ 
 

Properties of the t-distribution 
1. The t-distribution is bell shaped and symmetric about the mean. 

2. The t-distribution is a family of curves, each determined by a parameter 

called the degrees of freedom.  The degrees of freedom are the number of 

free choices left after a sample statistic such as  is calculated.  When you 

use a t-distribution to estimate a population mean, the degrees of freedom 

are equal to one less than the sample size. 

 d.f. = n – 1      Degrees of freedom 

3. The total area under a t-curve is 1 or 100%. 

4. The mean, median, and mode of the t-distribution are equal to zero. 

5. As the d.f. increase, the t-distribution approaches the normal distribution.  

After 30 d.f., the t-distribution is very close to the standard normal z-

distribution. 

 
 

Example 6.2:  

a) Find the critical value t/2  for a 95% confidence when the sample size is 5. 

Solution: d.f. = n – 1 = 5 – 1 = 4; = 0.05;  t/2 = 2.776 

Table 4: t-Distribution 
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b) Find the critical value t/2  for a 95% confidence when the sample size is 5. 

Solution: 95% of the area under the t-distribution curve with 4 degrees of 

freedom lies between t = ±2.776. 

 

Constructing a Confidence Interval for the Mean (small sample,     )  

1. Identify the sample statistics n,  ̅                  

and s. 

2. Identify the degrees of freedom, 

the level of confidence , and the 

critical value t/2. 

3. Find the margin of error E. 

4. Find the left and right endpoints 

and form the confidence interval 

 

 ̅  
∑  

 
;   

∑  
 

   
 

(∑  )
 

 (   )
  

 

d.f. = n-1 

 

      
 

√ 
 

Interval:  ̅       ̅    

Example 6.3. In a random sample of 20 customers at a local fast food 

restaurant, the mean waiting time to order is 95 seconds, and the standard 

deviation is 21 seconds.  Assume the wait times are normally distributed and 

construct a 90% confidence interval for the mean wait time of all customers.  

Solution. We have     ,  ̅    , and     .                 
 

 
 

        Then,                
 
      . 

    
 

 

√ 
      

  

√  
      

Intervar for                                    

We are 90% confident that the mean wait time for all customers is between 86.9 

and 103.1 seconds. 
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Normal or t-Distribution?

  

6.3. Confidence Intervals for Population Proportions 

Many research experiments or sample surveys have as their objective the 

estimation of the proportion of people or objects in a large group that possess a 

certain characteristic. Here are some examples: 

• The proportion of sales that can be expected in a large number of customer 

contacts 

• The proportion of seeds that germinate 

• The proportion of “likely” voters who plan to vote for a particular political 

candidate 

The probability of success in a single trial of a binomial experiment is p.  This 

probability is a population proportion. The point estimate for p, the population 

proportion of successes, is given by the proportion of successes in a sample and 

is denoted by    ̂  
 

 
 
                         

                      
, where x is the number of  

successes in the sample and n is the total number in the sample.  The point 

estimate for the proportion of failures is     ̂     ̂   The symbols    and       are 

read as “p hat” and “q hat.” Since its sampling distribution is approximately 

normal, with mean p and standard error    √    , pˆ can be used to 

construct a confidence interval according to the general approach given in 

this section. 
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Point Estimate for Population p 

Example 6.4. In a survey of 1250 US adults, 450 of them said that their favorite 

sport to watch is baseball.  Find a point estimate for the population proportion of 

US adults who say their favorite sport to watch is baseball. 

Solution: We have n =1250,         ̂  
   

    
       

The point estimate for the proportion of US adults who say baseball is their 

favorite sport to watch is 0.36, or 36%. 

A (1 -  )100% LARGE-SAMPLE CONFIDENCE INTERVAL FOR A 

POPULATION PROPORTION p 

 ̂       √
 ̂ ̂

 
     

where      is the z-value corresponding to an area      in the right tail of a 

standard normal z distribution. Since p and q are unknown, they are estimated 

using the best point estimators:  ̂ and  ̂. The sample size is considered large 

when the normal approximation to the binomial distribution is adequate—

namely, when    ̂    and    ̂   . 

Example 6.5: Construct a 90% confidence interval for the proportion of US 

adults who say baseball is their favorite sport to watch. 

Solution: We have n =1250,         ̂  
   

    
              

 

 
 

      Then,    
 
      , and 

       √
 ̂ ̂

 
 =      √

    (      )

    
        

And hence,    ̂                      ̂   =0.36+0.022=0.382. 

With 90% confidence we can say that the proportion of all US adults who say 

baseball is their favorite sport to watch is between 33.8% and 38.2%. 

Sample Size 

Given a 1- confidence level and a margin of error, E, the minimum sample size 

n, needed to estimate p is    ̂ ̂ (
  
 

 
)
 

  

This formula assumes you have an estimate for  ̂ and  ̂ . If not, use  ̂                

and  ̂                  
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Example 6.6.  You wish to find out, with 95% confidence and within 2% of the 

true population, the proportion of US adults who say that baseball is their 

favorite sport to watch.   

Solution: We have n =1250,         ̂  
   

    
     , E = 0.02. 

   ̂ ̂ (
  
 

 
)
 

 (    )(    ) (
    

     
)
 
        (               ). 

You should sample at least 2213 adults to be 95% confident. 
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Supplementary Exercises for Chapter 6 
(8.16). Multimedia Kids 

Do our children spend as much time enjoying the outdoors and playing with family and 

friends as previous generations did? Or are our children spending more and more time glued 

to the television, computer and other multimedia equipment? A random sample of 250 

children between the ages of 8 and 18 showed that 170 children had a TV in their bedroom 

and that 120 of them had a video game player in their bedroom. 

a. Estimate the proportion of all 8- 18-year-olds who have a TV in their bedroom, and 

calculate the margin of error for your estimate. 

b. Estimate the proportion of all 8- 18-year-olds who have a video game player in their 

bedroom, and calculate the margin of error for your estimate. 

  

(8.27). A random sample of n measurements is selected from a population with unknown 

mean  and known standard deviation  = 10. Calculate the width of a 95% confidence 

interval for  for these values of n:  

a. n = 100                                  b. n = 200                            c. n= 400. 

 

(8.43). Teaching Biology 

In developing a standard for assessing the teaching of precollege sciences in the United States, 

an experiment was conducted to evaluate a teacher-developed curriculum, "Biology: A 

Community Context" (BACC) that was standard-based, activity-oriented, and inquiry-

centered. This approach was compared to the historical presentation through lecture, 

vocabulary, and memorized facts. Students were tested on biology concepts that featured 

biological. The perhaps not-so-starling results from a test on biology concepts, published in 

The American Biology Teacher, are shown in the following table. 

 Mean Sample Size Standard Deviation 

Pretest: All BACC classes 

Pretest: All Traditional 

Posttest: All BACC classes 

Posttest: All Traditional 

13.38 

14.06 

18.5 

16.5 

372 

368 

365 

298 

5.59 

5.45 

8.03 

6.96 

a. Find a 95% confidence interval for the mean score for the posttest for all BACC classes. 

b. Find a 95% confidence interval for the mean score for the posttest for all traditional classes. 

 

8.44. Hamburger Meat The meat department of a local supermarket chain packages ground 

beef using meat trays of two sizes: one designed to hold approximately 1 pound of meat, and 

one that holds approximately 3 pounds. A random sample of 35 packages in the smaller meat 

trays produced weight measurements with an average of 1.01 pounds and a standard deviation 

of 0.18 pound. 

a. Construct a 99% confidence interval for the average weight of all packages sold in the 

smaller meat trays by this supermarket chain. 

b. What does the phrase “99% confident” mean? 

c. Suppose that the quality control department of this supermarket chain intends that the 

amount of ground beef in the smaller trays should be 1 pound on average. Should the 

confidence interval in part a concern the quality control department? Explain. 
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8.45.  SUVs A sample survey is designed to estimate the proportion of sports utility vehicles 

being driven in the state of California. A random sample of 500 registrations  are selected 

from a Department of Motor Vehicles database, and 68 are classified as sports utility vehicles. 

a. Use a 95% confidence interval to estimate the proportion of sports utility vehicles in 

California. 

b. How can you estimate the proportion of sports utility vehicles in California with a higher 

degree of accuracy? 

 

8.46 The weight of a certain type of chicken eggs is given by the following table: 

X-Weight (g) 25-30 30-35 35-40 40-45 45-50 

Frequency 15 17 40 18 10 

Estimate the confidence interval for the average weight of chicken eggs with 95% level of 

confidence given that the weight of eggs is a random variable having normal distribution.  

 

8.47 The size of an item produced by an automatic machine is a random 

variable having normal distribution.  After examining 25 specific products,  we obtain the 

following table: 

Size of item (cm) 20-22 22-24 24-26 26-28 30-32 

Number of items 3 7 10 3 2 

Find the confidence interval for average size of this type of product 95% reliability. 

 

8.48 You are the proprietor of a NYC boutique.  You want to know the average age of your 

customers.  You take a random sample of 25 customers which yields an average age of 32 

with a standard deviation of 8.  You have reason to believe the distribution of ages is normally 

distributed.  Determine a 95% confidence interval for the age of your customers. 

 

8.49 A random sample of 61 children with working mothers showed that the children were 

absent an average of 5.3 days per term with a standard deviation of 1.8 days.  Provide a 99% 

confidence interval for the average number of days absent per term for all the children.  

Explain the meaning of the confidence interval. 

8.50 The monthly starting salaries of students who receive an MBA degree have a standard 

deviation of $70.  What sample size should be selected so that there is a 90% confidence of 

estimating the mean monthly income within a sampling error of $15 or less? 

 
  



82 
 

Chapter 7 

 Hypothesis Testing 

 
7.1. Introduction to hypothesis testing 

In practical situations, statistical inference can involve either estimating a 

population parameter or making decisions about the value of the parameter. For 

example, if a pharmaceutical company is fermenting a vat of antibiotic, samples 

from the vat can be used to estimate the mean potency m for all of the antibiotic 

in the vat. In contrast, suppose that the company is not concerned about the 

exact mean potency of the antibiotic, but is concerned only that it meet the 

minimum government potency standards. Then the company can use samples 

from the vat to decide between these two possibilities: 

• The mean potency m does not exceed the minimum allowable potency. 

• The mean potency m exceeds the minimum allowable potency. 

The pharmaceutical company’s problem illustrates a statistical test of 

hypothesis. The reasoning used in a statistical test of hypothesis is similar to the 

process in a court trial. In trying a person for theft, the court must decide 

between innocence and guilt. As the trial begins, the accused person is assumed 

to be innocent. The prosecution collects and presents all available evidence in an 

attempt to contradict the innocent hypothesis and hence obtain a conviction. If 

there is enough evidence against innocence, the court will reject the innocence 

hypothesis and declare the defendant guilty. If the prosecution does not present 

enough evidence to prove the defendant guilty, the court will find him not guilty. 

Notice that this does not prove that the defendant is innocent, but merely that 

there was not enough evidence to conclude that the defendant was guilty. 

We use this same type of reasoning to explain the basic concepts of hypothesis 

testing.  

A statistical test of hypothesis consists of five parts: 

1. The null hypothesis, denoted by H0 

2. The alternative hypothesis, denoted by Ha 

3. The test statistic and its p-value 

4. The rejection region 

5. The conclusion 

When you specify these five elements, you define a particular test; changing one 

or more of the parts creates a new test. Let’s look at each part of the statistical 

test of hypothesis in more detail. 

Definition The two competing hypotheses are the alternative hypothesis   , 

generally the hypothesis that the researcher wishes to support, and the null 

hypothesis   , a contradiction of the alternative hypothesis. 

As you will soon see, it is easier to show support for the alternative hypothesis 

by proving that the null hypothesis is false. Hence, the statistical researcher 

always begins by assuming that the null hypothesis H0 is true. The researcher 



83 
 

then uses the sample data to decide whether the evidence favors Ha rather than 

H0 and draws one of these two conclusions: 

• Reject    and conclude that    is true. 

• Accept (do not reject)    as true. 

Example 7.1. You wish to show that the average hourly wage of carpenters in 

the state of California is different from $14, which is the national average. This 

is the alternative hypothesis, written as 

   :     14 

The null hypothesis is 

   :   = 14 

You would like to reject the null hypothesis, thus concluding that the California 

mean is not equal to $14. 

Example 7.2. A milling process currently produces an average of 3% defectives. 

You are interested in showing that a simple adjustment on a machine will 

decrease p, the proportion of defectives produced in the milling process. Thus, 

the alternative hypothesis is 

   : p < 0.03 

and the null hypothesis is 

   : p = 0.03 

If you can reject   , you can conclude that the adjusted process produces fewer 

than 3% defectives. 

There is a difference in the forms of the alternative hypotheses given in 

Examples 7.1 and 7.2. In Example 7.1, no directional difference is suggested for 

the value of m; that is, m might be either larger or smaller than $14 if     is true. 

This type of test is called a two-tailed test of hypothesis. In Example 9.2, 

however, you are specifically interested in detecting a directional difference in 

the value of p; that is, if    is true, the value of p is less than 0.03. This type of 

test is called a one-tailed test of hypothesis. 

The decision to reject or accept the null hypothesis is based on information 

contained in a sample drawn from the population of interest. This information 

takes these forms: 

• Test statistic: a single number calculated from the sample data 

• p-value: a probability calculated using the test statistic 

Either or both of these measures act as decision makers for the researcher in 

deciding whether to reject or accept   . 

Example 7.3. For the test of hypothesis in Example 9.1, the average hourly 

wage x_ for a random sample of 100 California carpenters might provide a good 

test statistic for testing  

   :   = 14 versus    :     14 

If the null hypothesis    is true, then the sample mean should not be too far 

from the population mean m = 14. Suppose that this sample produces a sample 

mean   ̅  15 with standard deviation s = 2. Is this sample evidence likely or 

unlikely to occur, if in fact     is true? You can use two measures to find out. 



84 
 

Since the sample size is large, the sampling distribution of   ̅ is approximately 

normal with mean   = 14 and standard error   √ , estimated as 

   
 

√ 
 

 

√   
      

• The test statistic   ̅ =15 lies 

  
 ̅   

  √ 
 
     

   
   

standard deviations from the population mean  . 

• The p-value is the probability of observing a test statistic as extreme as or 

more extreme than the observed value, if in fact H0 is true. For this example, 

we define “extreme” as far below or far above what we would have expected. 

That is, 

p-value =  (   )   (    )     

The large value of the test statistic and the small p-value mean that you have 

observed a very unlikely event, if indeed     is true and    14. 

How do you decide whether to reject or accept   ? The entire set of 

values that 

the test statistic may assume is divided into two sets, or regions. One set, 

consisting of values that support the alternative hypothesis and lead to rejecting 

  , is called the rejection region. The other, consisting of values that support 

the null hypothesis, is called the acceptance region. 

For example, in Example 7.1, you would be inclined to believe that 

California’s average hourly wage was different from $14 if the sample mean is 

either much less than $14 or much greater than $14. The two-tailed rejection 

region consists of very small and very large values of    ̅, as shown in Figure 

9.1. In Example 7.2, since you want to prove that the percentage of defectives 

has decreased, you would be inclined to reject    for values of   ̂ that are much 

smaller than 0.03. Only small values of  ̂ belong in the left-tailed rejection 

region shown in Figure 9.2. When the rejection region is in the left tail of the 

distribution, the test is called a left-tailed test. A test with its rejection region in 

the right tail is called a right-tailed test.  

 

 
If the test statistic falls into the rejection region, then the null hypothesis is 

rejected. If the test statistic falls into the acceptance region, then either the null 
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hypothesis is accepted or the test is judged to be inconclusive. We will clarify 

the different types of conclusions that are appropriate as we consider several 

practical examples of hypothesis tests.  

Finally, how do you decide on the critical values that separate the 

acceptance and rejection regions? That is, how do you decide how much 

statistical evidence you need before you can reject   ? This depends on the 

amount of confidence that you, the researcher, want to attach to the test 

conclusions and the significance level a, the risk you are willing to take of 

making an incorrect decision. 

Definition A Type I error for a statistical test is the error of rejecting the null 

hypothesis when it is true. The level of significance (significance level) for a 

statistical test of hypothesis is  

   P(Type I error) = P(falsely rejecting   ) = P(rejecting    when it is true) 

This value a represents the maximum tolerable risk of incorrectly rejecting   . 

Once this significance level is fixed, the rejection region can be set to allow the 

researcher to reject    with a fixed degree of confidence in the decision.  

In the next section, we will show you how to use a test of hypothesis to 

test the  value of a population mean   . As we continue, we will clarify some of 

the computational details and add some additional concepts to complete your 

understanding of hypothesis testing. 

7.2. Hypothesis testing for the mean (large sample n 30) 

Consider a random sample of n measurements drawn from a population that has 

mean   and standard deviation  . You want to test a hypothesis of the form 

  . :      

where    is some hypothesized value for  , versus a one-tailed alternative 

hypothesis: 

        

The subscript zero indicates the value of the parameter specified by   . Notice 

that    provides an exact value for the parameter to be tested, whereas     gives 

a range of possible values for m. 

The Essentials of the Test 

The sample mean   ̅ is the best estimate of the actual value of  , which is 

presently in question. What values of   ̅ would lead you to believe that H0 is 

false and   is, in fact, greater than the hypothesized value? The values of    ̅ that 

are extremely large would imply that m is larger than hypothesized. Hence, you 

should reject    if   ̅ is too large. 

The next problem is to define what is meant by “too large.” Values of    ̅ that lie 

too many standard deviations to the right of the mean are not very likely to 

occur. Those values have very little area to their right. Hence, you can define 

“too large” as being too many standard deviations away from   . But what is 

“too many”? This question can be answered using the significance level a, the 

probability of rejecting    when     is true. 

Remember that the standard error of   ̅ is estimated as      √ . 
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Since the sampling distribution of the sample mean   ̅ is approximately normal 

when n is large, the number of standard deviations that   ̅ lies from    can be 

measured using the standardized test statistic, which has an approximate 

standard normal distribution when    is true and     . 

The significance level a is equal to the area under the normal curve lying above 

the rejection region. Thus, if you want    0.01, you will reject    when   ̅ is 

more than 2.33 standard deviations to the right of m0. Equivalently, you will 

reject     if the standardized test statistic z is greater than 2.33 (see Figure 9.3). 

 
Example 7.4. The average weekly earnings for female social workers is $670. 

Do men in the same positions have average weekly earnings that are higher than 

those for women? A random sample of  n = 40 male social workers showed   ̅  
 $725 and s = $102. Test the appropriate hypothesis using   0.01. 
Solution You would like to show that the average weekly earnings for men 

are higher than $670, the women’s average. Hence, if   is the average weekly 

earnings for male social workers, you can set out the formal test of hypothesis in 

steps: 

Null and alternative hypotheses: 

  :    670 versus      670 

Test statistic: Using the sample information, with s as an estimate of the 

population standard deviation, calculate 

  
 ̅    

  √ 
 
       

    √  
       

Rejection region: For this one-tailed test, values of  ̅ much larger than 670 

would lead you to reject   ; or, equivalently, values of the standardized test 

statistic z in the right tail of the standard normal distribution. To control the risk 

of making an incorrect decision as   = 0.01, you must set the critical value 

separating the rejection and acceptance regions so that the area in the right tail is 

exactly   = 0.01. This value is found in Table 3 of Appendix I to be z = 2.33, as 

shown in Figure 9.3. The null hypothesis 

will be rejected if the observed value of the test statistic, z, is greater than 2.33. 

Conclusion: Compare the observed value of the test statistic, z = 3.41, with the 

critical value necessary for rejection, z = 2.33. Since the observed value of the 

test statistic falls in the rejection region, you can reject    and conclude that the 
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average weekly earnings for male social workers are higher than the average for 

female social workers. The probability that you have made an incorrect decision 

is   = 0.01.  

If you wish to detect departures either greater or less than m0, then the 

alternative hypothesis is two-tailed, written as  

        
which implies either      or      . Values of  ̅ that are either “too large” or 

“too small” in terms of their distance from m0 are placed in the rejection region. 

If you choose   = 0.01, the area in the rejection region is equally divided 

between the two tails of the normal distribution, as shown in Figure 9.4. Using 

the standardized test statistic z, you can reject    if z > 2.58 or z < -2.58. For 

different values of a, the critical values of z that separate the rejection and 

acceptance regions will change accordingly. 

 
Example 7.5. The daily yield for a local chemical plant has averaged 880 tons 

for the last several years. The quality control manager would like to know 

whether this average has changed in recent months. She randomly selects 50 

days from the computer database and computes the average and standard 

deviation of the n = 50 yields as   ̅   871 tons and s = 21 tons, respectively. 

Test the appropriate hypothesis using   = 0.05. 

Solution 

Null and alternative hypotheses: 

         versus          

Test statistic: The point estimate for m is  ̅. Therefore, the test statistic is 

  
 ̅    

  √ 
 
       

   √  
        

 

Rejection region: For this two-tailed test, you use values of z in both the right 

and left tails of the standard normal distribution. Using   = 0.05, the critical 

values separating the rejection and acceptance regions cut off areas of             

   =0.025 in the right and left tails. These values are z = 1.96 and the null 

hypothesis will be rejected if z > 1.96 or z <-1.96. 

Conclusion: Since z = -3.03 and the calculated value of z falls in the rejection 

region, the manager can reject the null hypothesis that       tons and 

conclude that it has changed. The probability of rejecting    when    is true 
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and   = 0.05, a fairly small probability. Hence, she is reasonably confident that 

the decision is correct. 

 
Assumptions: The n observations in the sample are randomly selected from the 

population and n is large—say, n   30. 

Calculating the p-Value 

In the previous examples, the decision to reject or accept    was made by 

comparing the calculated value of the test statistic with a critical value of z based 

on the significance level a of the test. However, different significance levels may 

lead to different conclusions. For example, if in a right-tailed test, the test 

statistic is z = 2.03, you can reject    at the 5% level of significance because the 

test statistic exceeds z = 1.645. However, you cannot reject    at the 1% level of 

significance, because the test statistic is less than z = 2.33 (see Figure 9.5). To 

avoid any ambiguity in their conclusions, some experimenters prefer to use a 

variable level of significance called the p-value for the test. 
Definition The p-value or observed significance level of a statistical test is the 

smallest value of a for which    can be rejected. It is the actual risk of 

committing a Type I error, if    is rejected based on the observed value of the 

test statistic. The p-value measures the strength of the evidence against   . 
In the right-tailed test with observed test statistic z = 2.03, the smallest 

critical value you can use and still reject    is z = 2.03. For this critical value, 

the risk of an incorrect decision is 

P(z   2.03) = 1 - 0.9788 = 0.0212. 
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This probability is the p-value for the test. Notice that it is actually the area to 

the right of the calculated value of the test statistic. 
A small p-value indicates that the observed value of the test statistic lies far 

away from the hypothesized value of m. This presents strong evidence that    is 

false and should be rejected. Large p-values indicate that the observed test 

statistic is not far from the hypothesized mean and does not support rejection of 

  . How small does the p-value need to be before    can be rejected? 
Definition If the p-value is less than or equal to a pre-assigned significance level 

a, then the null hypothesis can be rejected, and you can report that the results are 

statistically significant at level  . 

In the previous instance, if you choose    0.05 as your significance 

level,    can be rejected because the p-value is less than 0.05. However, if you 

choose    0.01 as your significance level, the p-value (0.0212) is not small 

enough to allow rejection of   . The results are significant at the 5% level, but 

not at the 1% level. You might see these results reported in professional journals 

as significant (p < 0.05). 
Example 7.6. Refer to Example 7.5. The quality control manager wants to know 

whether the daily yield at a local chemical plant—which has averaged 880 tons 

for the last several years—has changed in recent months. A random sample of 

50 days gives an average yield of 871 tons with a standard deviation of 21 tons. 

Calculate the p-value for this two-tailed test of hypothesis. Use the p-value to 

draw conclusions regarding the statistical test. 

Solution The rejection region for this two-tailed test of hypothesis is found in 

both tails of the normal probability distribution. Since the observed value of the 

test statistic is z = -3.03, the smallest rejection region that you can use and still 

reject    is | |   3.03. For this rejection region, the value of a is the p-value: 

p-value = P(z > 3.03) + P(z <-3.03) = (1 - 0.9988) + 0.0012 = 0.0024. 

Notice that the two-tailed p-value is actually twice the tail area corresponding 

to the calculated value of the test statistic. If this p-value = 0.0024 is less than or 

equal to the pre-assigned level of significance a,    can be rejected. For this test, 

you can reject    at either the 1% or the 5% level of significance. 
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If you are reading a research report, how small should the p-value be before you 

decide to reject   ? Many researchers use a “sliding scale” to classify their 

results. 

• If the p-value is less than .01,    is rejected. The results are highly significant. 

• If the p-value is between .01 and .05,    is rejected. The results are 

statistically significant. 

• If the p-value is between 0.05 and 0.10,    is usually not rejected. The results 

are only tending toward statistical significance. 

• If the p-value is greater than 0.10,    is not rejected. The results are not 

statistically significant. 
Example 7.7. Standards set by government agencies indicate that Americans 

should not exceed an average daily sodium intake of 3300 milligrams (mg). To 

find out whether Americans are exceeding this limit, a sample of 100 Americans 

is selected, and the mean and standard deviation of daily sodium intake are 

found to be 3400 mg and 1100 mg, respectively. 

Use   0.05 to conduct a test of hypothesis. 

Solution The hypotheses to be tested are 

      3300 versus       3300 

and the test statistic is 

  
 ̅    

  √ 
 
         

     √   
       

The two approaches developed in this section yield the same conclusions. 

• The critical value approach: Since the significance level is   0.05 and the 

test is one-tailed, the rejection region is determined by a critical value with 

tail area equal to   0.05; that is,    can be rejected if z > 1.645. Since 

z = 0.91 is not greater than the critical value,    is not rejected (see Figure 9.6). 

• The p-value approach: Calculate the p-value, the probability that z is greater 

than or equal to z = 0.91: 

p-value = P(z>0.91) = 1 - 0.8186 = 0.1814. 

The null hypothesis can be rejected only if the p-value is less than or equal to 

the specified 5% significance level. Therefore,    is not rejected and the results 

are not statistically significant (see Figure 9.6). There is not enough evidence to 

indicate that the average daily sodium intake exceeds 3300 mg. 
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7.3. Hypothesis testing for the mean (small sample n 30) 

Critical Values in a t-Distribution 

1. Identify the level of significance . 

2. Identify the degrees of freedom d.f. = n – 1. 

3. Find the critical value(s) t using Table 4 in the row with   n – 1 df.  If the 

hypothesis test is 

a. left-tailed, use “One Tail,  ” column with a  sign, 

b. right-tailed, use “One Tail,  ” column with a + sign, 

c. two-tailed, use “Two Tails,  ” column with a  and a + sign. 

Example 7.8: Find the critical value t for a right-tailed test given  = 0.01 and 

n = 24. 

Solution: d.f. = n – 1 = 24 – 1 = 23. 

To find t , use Table 4 with d.f. = 23 and 0.01 in the “One Tail,  “ column.  

Because the test is a right-tail test, the critical value is positive     = 2.500  

Example 7.9: Find the critical values      and       for a two-tailed test given 

 = 0.10 and n = 12. 

Solution: d.f. = n – 1 = 12 – 1 = 11. 

To find the critical value, use Table 4 with d.f. = 11 and 0.10 in the “Two Tail,  

“ column.  Because the test is a two-tail test, one critical value is negative and 

one is positive. 

      =  1.796  and      = 1.796 

The t-test for the mean is a statistical test for a population mean.  The t-test can 

be used when the population is normal or nearly normal,   is unknown, and n < 

30.  The test statistic is the sample mean    ̅  and the standardized test statistic 

is  

   
 ̅   

  √ 
; d.f.= n-1 

Using the t-Test for a Mean μ (Small Sample) 

1. State the claim mathematically 

and verbally.  Identify the null 

and alternative hypotheses. 

2. Specify the level of significance. 

3. Identify the degrees of freedom 

and sketch the sampling 

distribution. 

4. Determine any critical values t. 

5. Determine any rejection 

region(s). 

6. Find the standardized test 

statistic. 

7. Make a decision to reject or fail   

to reject the null hypothesis. 

8. Interpret the decision in the 

context of the original claim. 

State H0 and Ha.  

 

 

Identify . 

d.f. = n – 1. 

 

 

Use Table 4 

 

   
 ̅    

  √ 
 

 

If t is in the rejection region, reject H0.  

Otherwise, fail to reject H0. 
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Example 7.10: A local telephone company claims that the average length of a 

phone call is 8 minutes.  In a random sample of 18 phone calls, the sample mean 

was 7.8 minutes and the standard deviation was 0.5 minutes.  Is there enough 

evidence to support this claim at  = 0.05? 

Solution.  

H0:  = 8   (Claim) versus  Ha:   8. The test is a two-tailed test. 

 = 0.05; d.f. = 18 – 1 = 17;       =  2.111  and      = 2.110 

The standardized test statistic is  

   
 ̅    

  √ 
 
     

    √  
        

 
The test statistic          does not fall in the rejection region, so H0 is not 

rejected. 

At the 5% level of significance, there is not enough evidence to reject the claim 

that the average length of a phone call is 8 minutes. 

Testing μ Using P-values 

Example 7.11: A manufacturer claims that its rechargeable batteries have an 

average life greater than 1,000 charges. A random sample of 10 batteries has a 

mean life of 1002 charges and a standard deviation of 14.  Is there enough 

evidence to support this claim at  = 0.01? 

Solution: H0:   1000 versus Ha:  > 1000 (Claim)            

 = 0.01; d.f. = 10 – 1 = 9 

The standardized test statistic is  

 

   
 ̅    

  √ 
 
         

   √  
       

 

 

 
You can determine that P-value =P(t >0.45)= 0.33  

P=0.33 >  = 0.01  H0 would fail to be rejected. 

At the 1% level of sig, there is not enough evidence to support the claim that the 

rechargeable battery has an average life of at least 1000 charges. 
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Statistical Significance 

1. The critical value approach and the P-value approach always reach the same 

conclusion. 

2. The P-value approach is often preferred  because: 

 + Computer printouts usually calculate P-value 

 + after calculating the P-value, you can make a decision at any 

significance level. 

 3. If the Ho hypothesis is rejected at =0.05, what should be  conclusion at 

significance level of 0.1? 

 

7.4. Hypothesis testing for proportions 

 

The z-test for a population is a statistical test for a population proportion.  The 

z-test can be used when a binomial distribution is given such that np  5 and nq 

 5. The test statistic is the sample proportion    and the standardized test 

statistic is z. 

  
 ̂    ̂
  ̂

 
 ̂   

√    
 

Using a z-Test for a Proportion p 

Verify that np  5 and nq  5. 

1. State the claim mathematically 

and verbally.  Identify the null 

and alternative hypotheses. 

2. Specify the level of significance. 

3. Sketch the sampling distribution. 

4. Determine any critical values. 

5. Determine any rejection regions. 

6. Find the standardized test 

statistic. 

7. Make a decision to reject or fail 

to reject the null hypothesis. 

8. Interpret the decision in the 

context of the original claim. 

 

State H0 and Ha.  

 

 

Identify . 

 

Use Table 3 

 

  
 ̂   

√    
 

 

If z is in the rejection region, reject H0.  

Otherwise, fail to reject H0. 

 

Example 7.12: A college claims that more than 94% of their graduates find 

employment within 6 months of graduation.  In a sample of 500 randomly 

selected graduates, 475 of them were employed.  Is there enough evidence to 

support the college’s claim at a 1% level of significance? 

 

Solution: Verify np & nq  5: 

np =(500)(.94)= 470; nq =(500)(.06)= 30   Normal Distribution 

H0: p  0.94  versus Ha: p > 0.94    (Claim)  Right-tailed test 

 = 0.01P=0.99 Table 3, the critical value Z= 2.33. 
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 ̂  
   

   
      

  
 ̂   

√    
 

         

√(    )(    )    
      

 
 

The test statistic falls in the non-rejection region  H0 is not rejected. 

At the 1% level of significance, there is not enough evidence to support the 

college’s claim. 

Example 7.13: A cigarette manufacturer claims that 1/8  of the US  adult 

population smokes cigarettes. In a random sample of 100 adults, 5 are cigarette 

smokers.  Test the claim at  = 0.05. 

 

Solution:   ̂  
 

   
      

Verify np & nq are at least 5. 

np = (100)(.125)= 12.5 ; nq = (100)(.875) = 87.5 

H0: p = 0.125   (Claim) ; Ha: p  0.125  two-tailed test 

 = 0.05  /2 =0.025 P=0.975  critical values Z/2 = ± 1.96. 

The test statistic is 

  
 ̂   

√    
 

          

√(     )(     )    
       

 
The test statistic falls in the rejection region  H0 is rejected. 

At the 5% level of significance, there is enough evidence to reject the claim that 

one-eighth of the population smokes. 
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Supplementary Exercises for Chapter 7 
 

9.6 A random sample of n = 35 observations from a quantitative population produced a 

mean   ̅ = 2.4 and a standard deviation s = 0.29. Suppose your research objective is to show 

that the population mean    exceeds 2.3. 

a. Give the null and alternative hypotheses for the est. 

b. Locate the rejection region for the test using a 5% significance level. 

c. Find the standard error of the mean.  

d. Before you conduct the test, use your intuition to decide whether the sample mean  ̅ =  2.4 

is likely or unlikely, assuming that   = 2.3. Now conduct the test. Do the data provide 

sufficient evidence to indicate that   > 2.3?  

 

9.11 Hamburger Meat Exercise 8.33 involved the meat department of a local supermarket 

chain that packages ground beef in trays of two sizes. The smaller tray is intended to hold 1 

pound of meat. A random sample of 35 packages in the smaller meat tray produced weight 

measurements with an average of 1.01 pounds and a standard deviation of .18 pound. 

a. If you were the quality control manager and wanted to make sure that the average amount 

of ground beef was indeed 1 pound, what hypotheses would you test? 

b. Find the p-value for the test and use it to perform the test in part a. 

c. How would you, as the quality control manager, report the results of your study to a 

consumer interest group?  
 

9.13 Potency of an Antibiotic A drug manufacturer claimed that the mean potency of one of its 

antibiotics was 80%. A random sample of n = 100 capsules were tested and produced a 

sample mean of    ̅ = 79.7% with a standard deviation of s = 0.8%. Do the data present 

sufficient evidence to refute the manufacturer’s claim? Let α = .05. 

a. State the null hypothesis to be tested. 

b. State the alternative hypothesis. 

c. Conduct a statistical test of the null hypothesis and state your conclusion. 

 

9.15 Does College Pay Off? An article in Time describing various aspects of American life 

indicated that higher educational achievement paid off! College grads work 7.4 hours per day, 

fewer than those with less than a college education.2 Suppose that the average work day for a 

random sample of n = 100 individuals who had less than a four-year college education was 

calculated to be x = 7.9 hours with a standard deviation of s = 1.9 hours. Use the p-value 

approach to test the hypothesis that the average number of hours worked by individuals 

having less than a college degree is greater than individuals having a college degree. At what 

level can you reject   ? 

 

9.16. What's Normal? 

What is normal, when it comes to people's body temperatures? A random sample of 130 

human body temperatures, provided by Allen Shoemaker in the Journal of Statistical 

Education, had a mean of 98.28 degrees and a standard deviation of 0.73 degrees. Does the 

date indicate that the average body temperature for healthy human is different from 98.6 
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degrees, the usual average temperature cited by physicians and others? Test using both 

methods given in this section. 

a. Use the p-value approach with  = 0.05. 

b. Use the reject region approach with  = 0.05. 

c. Compare the conclusions from parts a) and b). Are they the same? 

 

9.21 Cure for the Common Cold? An experiment was planned to compare the mean time (in 

days) required to recover from a common cold for persons given a daily dose of 4 milligrams 

(mg) of vitamin C versus those who were not given a vitamin supplement. Suppose that 35 

adults were randomly selected for each treatment category and that the mean recovery times 

and standard deviations for the two groups were as follows: 

 
a. Suppose your research objective is to show that the use of vitamin C reduces the mean time 

required to recover from a common cold and its complications. 

Give the null and alternative hypotheses for the test. Is this a one- or a two-tailed test? 

b. Conduct the statistical test of the null hypothesis in part a and state your conclusion. Test 

using α = .05. 

 

.9.34. Plant Genetics 

A peony plant with red petals was crossed with another plant having streaky petals. A 

geneticist states that 75% of the offspring result from this cross will have red flowers. To test 

this claim, 100 seeds from this cross were collected and germinated, and 58 plants had red 

petals. 

a. What hypothesis should you use to test the geneticist's claim? 

b. Calculate the test statistic and its p-value. Use the p-value o evaluate the statistical 

significance of the results at the 1% level. 
 

 
 

 

 

 


